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Preface

This dissertation is submitted as a partial fulfilment of the requirements for
the degree Doctor of Philosophy (PhD) at the Department of Mathematics,
University of Bergen. The covered subjects lie in the interdisciplinary field of
mathematical medical image analysis. Although much of the research is done
in cooperation with scientists at the Department of Biomedicine, University
of Bergen, the main focus is on mathematical aspects. The span of the work
is reflected by the span of the journals in which the included publications are
found. Still, all the publications are rooted in the same mathematical theory
on spatiotemporal image processing.

The dissertation is structured in two parts. In the first part we outline back-
ground theory on mathematical image processing, optimisation and mag-
netic resonance imaging. The second part consists of included papers and
manuscripts. These works are listed in the summary below.

Summary

Different variants of magnetic resonance imaging enable capturing of 3D im-
age volumes of the human body over time. Mathematical image analysis
opens the possibility of obtaining a substantial amount of information from
these images. This thesis addresses the use of combined spatial and temporal
information, for the purpose of obtaining accurate and relevant information
from 4D medical MR data of brain and kidney. The main focus is on image
segmentation and segmentation related problems, including classical image
segmentation, segmentation-driven co-alignment of images and connectivity
measures between segmented image regions. The conducted research be-
longs to the interdisciplinary field of applied mathematics and medical imag-
ing, with the main focus on the mathematical and methodological aspects.

With classical image processing methods as a starting point, temporal in-
formation is incorporated in several ways, revealing dynamics both in space
and time. This includes correlation-based discrete graphs and feature space
classification with feature spaces spanned by discretised signal intensity time
vectors.

Several new methods are introduced throughout the thesis. For some of these
methods, temporal information is utilised both in the data-fidelity term and
in the regularisation term. The methods are described in a general framework
and some of them are also applied to other vector-valued images.

The different image analysis problems within the thesis are solved using
a range of different numerical methods, including fix point iterations on
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the Euler-Lagrange equations, discrete max-flow/min-cut formulations, and
primal-dual formulations.

The contributions from this work include: A segmentation method for vector-
valued images and image time series, regularised by non-local total variation
(Paper A). In this method we apply theory from non-local image processing
in a novel combination with temporal correlation. Further, we introduce an
image registration method where the realignment of time frames in a 4D im-
age is guided by a simultaneously obtained segmentation (Paper B). Here,
ideas from the theory on segmentation of temporal images are used to in-
corporate temporal information to the image registration problem. We also
introduce a segmentation method utilising information from models of kid-
ney organ function (Paper D). Finally, a PCA-based method for estimation of
brain connectivity in group fMRI studies is introduced (Paper C).
The work has been conducted jointly within the Department of Mathematics
and in the Neuroinformatics and Image Analysis Laboratory, Department of
Biomedicine.

List of publications included in the thesis

A) E. A. Hanson, A. Lundervold (2013). Local/non-local regularized im-
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B) E. Hodneland, E. A. Hanson, A. Lundervold, J. Modersitzki, E. Eike-
fjord, A. Munthe-Kaas (2014). Segmentation-driven image registration
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Transactions on Image Processing, 23(5):2392-2404.
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tions to resting state fMRI. Proceedings of Southwest Symposium on
Image Analysis and Interpretation (SSIAI) IEEE, San Diego 7-8 April
2014,

D) E. A. Hanson (2014).Model-driven segmentation of 4D medical im-
ages using `2 and `1-regularisation. Manuscript (to be submitted for
journal publication).

Related works not included in the thesis
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Background





Introduction

Magnetic Resonance Imaging (MRI) has for some decades provided a possi-
bility for non-invasive preclinical and clinical imaging with strong soft tissue
contrast. In this thesis we consider image sequences from temporal MRI
and other multispectral MR techniques. In the related field of optical imag-
ing, an image sequence is typically a video, or an image containing several
channels (such as colour images). Unlike the optical images, we will con-
sider three-dimensional MR image sequences, i.e. 4D data. These sequences
may provide important functional information about tissues and organs, and
thus go beyond morphological characterisation known from classical medical
imaging. This is the case for both brain imaging and imaging of abdominal
organs.

Compared to the field on structural medical imaging, functional imaging and
imaging of time sequences is a relatively new field. It is constantly evolving
and has an increasing number of applications. New techniques and appli-
cations are commonly accompanied by new theory and new mathematical
challenges in particular within image processing. We will now address some
of these challenges.

The first challenge is to perform a joint analysis of all the images in the se-
quence, i.e. make use of information form all time points or all channels at
the same time. This is particularly useful for image segmentation and image
registration tasks, where the traditional approach would be to apply a classi-
cal and stationary method to each image in the sequence independently. The
coupling of the sequence causes the corresponding numerical problems to be
large, memory consuming and computationally challenging, but also yields a
more accurate segmentation or registration.

Another noticeable challenge is movement during the imaging session. In par-
ticular for abdominal imaging, we experience organ displacements, caused
by respiration, pulsations, and peristalsis. Brain imaging is less corrupted by
movement. Nevertheless, the brain’s rich a and complex anatomy reflecting
it’s even more complex functional structure, cause small movement to intro-
duce large errors in the analysis. The analysis of 4D data often requires delin-
eations of a region of interest (ROI). Under movement, a stationary ROI will
not necessarily represent the same region at every time point. The process of
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aligning images after movement is well described and known as image reg-
istration. However, classical methods for image registration are not designed
to deal with time series data.

Further, there are challenges connected to modelling. The acquiring of 4D
images is often performed as a part of an involving study of the imaged ob-
ject (i.e. organ or tissue). Unlike the morphological information available
from a single 2D or 3D image (such as size, shape etc.), the 4D data may
also give information about functional features. In the case of DCE-MRI of
the abdomen, time curves from a ROI or single voxels are fitted to a param-
eterised mathematical model of organ and tissue function. It is thereby pos-
sible to read out information about e.g. kidney filtration or perfusion from
the images. This is an extensive process, requiring a range of challenging
processing steps.

A final, classical challenge, is related to noise and reconstruction artefacts.
Image noise of various kinds is a well-known challenge in all aspects of im-
age processing. In particular for 4D MR, there are strong limitations on scan-
ning speeds, causing a trade-off between spatial and temporal resolution and
accuracy. While a static 2D MR image can be acquired with high spatial reso-
lution, a dynamical image sequence in 3D is commonly sampled on a coarse
image grid, and will contain a significant level of noise and reconstruction
artefacts. Therefore, methods robust to noise are of particular importance.
Furthermore, the MR technology is constantly evolving towards faster ac-
quisition times giving finer sampling over time and thereby more temporal
information. Thus new analysis methods for MR sequences may gain much
by including temporal information.

Contribution

Our contribution to the investigation and unfolding of the challenges men-
tioned above can be summarised as follows:

• We have developed a non-local segmentation method for time series
and multi channel images. The method makes use of all channels/time
points both in the data term and the regularisation term and is highly
robust w.r.t. noise and image artefacts. A full description of the method
is given in Paper A, while the theory on non-local segmentation is found
in Section 1.3.

• We have described non-local methods in a discrete image graph frame-
work, enabling pixels/voxels to systematically interact over long dis-
tances in the image domain. Theory on graphs and graph representa-
tions of images is found in Section 1.2 and Section 2.2.1, while further
details are given in Paper A.
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• We have developed a method for combined registration and segmenta-
tion of moving time series images. The method incorporates informa-
tion from the segmentation process into the registration process, leading
to a more accurate registration of the image sequence. The method is
described in Paper B.

• We have developed a more accurate method for determining functional
connectivity from 4D fMRI data of the brain using graphs. The idea
of using mathematical graphs to describe the functional connectivity
structure of the brain is not new, but it has proven to be challenging
to robustly construct graphs in studies involving groups of subjects. In
paper C we address this problem.

• We have developed a segmentation method for DCE-MRI of the ab-
domen, utilising temporal information through simple models of or-
gan function. The method provides accurate segmentations of kidney
ROIs for both the L1 and the L2 regularised problem. Details about the
method is given in Paper D.





Chapter 1

Mathematical image processing

We will in this chapter introduce image processing methods using mathemat-
ical formulations suited for a vide range of applications. The first sections
are devoted to classical methods, derived for simple grey-scale images. Us-
ing theory on graph based and non-local image processing, we will link the
classical methods to spatiotemporal image processing described at the end of
the chapter. These spatiotemporal methods are the main contribution from
this thesis.

1.1 Classical image processing

Classical image processing is often expressed using a discrete function on a
regular mesh (and then named digital image processing). If the mesh is in
2D, its elements are named pixels while in a 3D mesh they are named voxels.
In this thesis we will assume that all images can be generalised to 3D thus we
will stick to the name voxels.

As the voxels are assumed to be small compared to the image domain, the
image function f is often considered as a continuous function discretised on
the image mesh. This may be convenient as continuous functions fit into a
variational (PDE) based framework. Moreover, the continuous formulation
may also be a way of looking beyond the imaging device, and in this way an
attempt to model the true physics or biology of the object being imaged.

From an optimisation point of view, all image functions will be discretised
and either analysed using linear matrix operators or using discrete graphs.
Throughout the thesis and the included papers, we will use both a continuous
and a corresponding discrete formulation of the image processing problem.
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1.1.1 Variational formulation of some basic imaging problems

We will now introduce some basic imaging problems in a variational frame-
work. Given the image domain W ⇢Rn our image is a function f : W ! L. In
the classical problems involving grayscale images L⇢R, while in this thesis
we let L be any subset of Rn for arbitrary n. Further, most imaging problems
may be formulated using an energy functional E : W !R.

E(u) = D(u)+R(u), (1.1)

where u : W !R is some spatial image parameter, i.e. u = u(x), where x2W
is the spatial coordinate. The energy is formulated with two parts, a data fi-
delity part D describing the relation between u and the image f and a regular-
isation part R describing some desirable properties of u. The solution of the
image processing problem is found in the minimum of the energy functional
E:

inf
u

E(u). (1.2)

We will now give some examples of data terms D giving rise to segmentation,
denoising and registration energies. Further details on the regularisation term
R will be discussed in a later section. The two terms will be formulated using
the L2 and L1- norms, defined as

kuk2 =

✓Z

W
|u|2dx

◆ 1
2

(1.3)

and

kuk1 =
Z

W
|u|dx (1.4)

respectively. For a vector valued u, | · | is the Eucledean vector length.

While the topics of this thesis are restricted to segmentation and registration
of image sequences, we still briefly include the topic of image denoising for
the sake of completeness.

Segmentation

Segmentation is the process of splitting the image domain W into two or
more non-overlapping sub-regions based on the information in the image f .
We consider here the two-region problem of detecting W1 and W2 (see Figure
1.1). Let hi be some similarity between f and a given property of region Wi.
The data term can then be expressed:

D(u) =
Z

W1
h1 dx+

Z

W2
h2 dx =

Z

W
uh1 +(1�u)h2 dx, (1.5)
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W2

W1

Figure 1.1: The region W is divided into two sub-regions, W1 and W2. Per{W1} is
the size of the boundary between the regions

with the condition that W1[W2 =W and that the regions are non-overlapping.
The last term of (1.5) is valid under the assumption that u is an indicator func-
tion of the region W1, thus u2 {0,1}. A commonly used similarity measure is
hi(x) = |u(x)�ci|, where ci is a constant. This approach in combination with
the regularisation R(u) = Per{W1} = Per{u > 0} is known as the pice-wise
constant Mumford-Shah method [44]. The term Per{·} refers to the size of
the boundary of a set. Further details about this are given in the next section.

There are also other variational formulations for image segmentations i.e. the
active contours approach (snakes) [35]. These methods are not included in
this thesis.

Denoising

In a denoising problem, u will estimate the true image under the assumption
that f is corrupted by noise. The role of the data term will be to ensure
consistency to the input image. When the noise is additive and of zero mean,
an L2-fidelity is commonly used as data term:

D(u) = k f �uk2
2 (1.6)

In the presence of noise with other statistical distributions, other data terms
may be formulated (i.e. an L1- data term is used for salt and pepper noise
[17]). The denoising properties of the energy will lie in the regularisation
R. Typically, the regularisation restricts u to some set of smooth functions,
where smoothness is measured by the L2 or L1 norm of the spatial gradient
operator —.

Image registation

Image registration is the process of co-aligning objects in different images. In
this setting, u will serve as deformation parameters. The most straightforward
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way of comparing a reference image f and a template image g is the L2-
fidelity from the denoising problem, giving the data term

D(u) = k f (x�u)�g(x)k2
2. (1.7)

Other data terms, not based on voxel intensities, but rather comparing the
edges in the images are better suited for multi-modal or time sequence im-
ages. In paper B we apply the normalized gradient field (NGF) data term
[31]. This data term is based on the normalised gradients

—̃h f =
— fp

|— f |+h2
(1.8)

where h 2 R is a smoothening factor. The objective of the data term is to
align edges in the two images. This is achieved when the inner product of the
respective normalised gradients is one. Thus the NGF data term is expressed:

DNGF(u) =
Z

W
1�
�
—̃ f (x+u) · —̃g(x)

�2 dx. (1.9)

The role of the regularisation term R is to ensure that the deformation of the
image grid follows some pre-defined assumptions about the images. One as-
sumption may be that only affine deformations occur. More complicated as-
sumptions can allow for non-linear local variations in the deformation. These
regularisation terms are commonly based on a physical understanding of how
the imaged object deforms. In this thesis we apply linear elastic deformation
models [11, 43].

1.1.2 Discretisation and linear operators

In the discretised case, we will consider the functions f , u etc. evaluated on
a discretised edition of W (the pixel grid). We will denote the discretised
functions as vectors, thus f = [ f (x1), f (x2), f (x3) . . . , f (xN)]T = [ f1, f2 . . . ]T

(where the vector element fi in some cases is a vector on its own). A fun-
damental operator for variational image processing is the spatial derivative
operator — :R!Rn. Throughout this thesis we apply the linear operator D,
which is a finite difference approximation of — with Neuman boundary con-
ditions. For the example with a 2D image grid of size Nx⇥Ny we express the
forward differences:

∂u
∂x1 =

(ui+1�ui
h if i 6= 0 mod Nx

0 else
(1.10)

∂u
∂x2 =

(
ui+Nx�ui

h if i Nx ·Ny�Ny

0 else
. (1.11)
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Thus for a 2⇥3 example, D will essentially take the form:

D =
1
h

0

BBBBBBBBB@

�1 1
�1 1

�1 1
�1 1

�1 1
�1 1

�1 1

1

CCCCCCCCCA

. (1.12)

This operator is constructed to operate on images (in 2D or 3D) stretched
to vectors (by concatenation). For an image vector u, we therefore have the
structure Du = [ ∂u

∂x1 ,
∂u
∂x2 , . . . ]

T . Note that by the definition, D approximates —,
while �DT approximates div.

1.1.3 Total Variation

The concept of Total Variation (TV) is important and widely used within vari-
ational image processing. The image processing problems mentioned above,
may all be formulated with some form of TV regularisation (although it is
not that common for image registration). The TV regularisation has edge
preserving properties and thereby the ability to handle sharp images while
still being convex, a highly desired property within optimisation [15].

Given the function f , differentiable on W ⇢Rn, the TV of f is given as

TV ( f ) =
Z

W
|— f (x)| dx (1.13)

where | · | is e.g. the 2-norm over the vector elements, thus for z = [z1 . . .zn]T ,

|z| =
q

Ân
i=1 zi2. Note that by definition, TV is the L1-norm of — f . In the

discrete setting, for an image vector f = [ f1, f2 . . . fN]T we have

TV (f) =
N

Â
j=1

s
n

Â
i=1

(Df)i
j
2
. (1.14)

We further note that | · | is not differentiable in the origin. This property cause
some problems in the variational formulation of TV problems. They may
be solved either by smoothening the | · | around zero making the function
differentiable, or by dual or primal-dual formulations of (1.2). The latter
approach is devoted more attention in Chapter 2.

A useful property of the TV is its relation to region boundaries. Let f(x) be
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an indicator function for the set S⇢W ,

f(x) =

(
1, iff 2 S
0, if f else,

(1.15)

and let Per{S} denote the size of the boundary of S (curve length in 2D and
surface area in 3D). Then

Per{S}= TV (f). (1.16)

This is a key property in most variational segmentation algorithms. Further
details on the use of TV in general imaging problems is found in i.e. [15].

1.1.4 The ROF and Mumford-Shah functionals

Both the Rudin Osher Fatemi model for image denoising (ROF) using TV
[51], and the piecewise constant Mumford-Shah model for image segmenta-
tion [19, 44] are well known classical methods within the image processing
community. In this section we formulate the two methods in the variational
framework used in this thesis. As a starting point we use the formulations in
(1.6) and (1.5) respectively.

The Rudin-Osher-Fatemi model

By accompanying the L2-fidility in (1.6) of a noisy image g by a TV regular-
isation we get the ROF energy:

EROF(u) = l
Z

W

|—u| dx+
1
2

Z

W

(u�g)2 dx. (1.17)

where l 2 R+ determines the strength of the TV regularization. A u⇤ min-
imising (1.17) will be a de-noised edition of the noisy image g. The TV
regularisation enforces the regions of u to be close to piecewise constant. An
example of ROF denoising is shown in Figure 1.2.

Picewise constant two region Mumford-Shah method

We will now return to the piecewise constant Mumford Shah method for two-
region image segmentation. As briefly mentioned earlier, the method can be
described using the data energy in (1.5) with regional similarities hi(x) =
| f (x)� ci| and a boundary length regularisation. However, we will keep the
more general notation hi :Rm!R in order not to restrict the method to scalar
valued images. Thus the segmentation model will split the domain into two
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Figure 1.2: Original image (left) with additive white Gaussian noise (centre) and
denoised by using the ROF method (right). The effect of the TV regularisation
causes regions to be piecewise constant. Noise and some details are lost, but the
strongest edges are preserved.

disjoint parts W1 and W2 by the energy minimisation

min
W1,W2

E(W1,W2) = min
W1,W2

l
Z

W

Per{W1} dx+
Z

W1

h1 dx+
Z

W2

h2 dx

= min
f2{0,1}

l
Z

W

|—f | dx+
Z

W

fh1dx+
Z

W

(1�f)h2 dx

= min
f2{0,1}

l
Z

W

|—f | dx+
Z

W

f(h1�h2) dx (1.18)

Here f 2 {0,1} is an indicator function for W1 and W2 respectively. The gen-
eral similarity function hi in combination with the boundary regularisation
can be seen as a continuous edition of the Potts model, originally derived for
particle motion [48]. Note that the minimisation in (1.18) is over sets Wi or a
binary function f . This minimisation is not convex, and can be computation-
ally challenging.

For a grayscale image, hi(x) can also be given as | f (x)�mean
x2Wi

f (x)|. This

formulation makes the similarity function implicitly dependent of the final
segmentation. The problem is then approximated by first giving a starting
guess for Wi and then solving (1.18) several times while constantly updating
hi. This leads to a fully automatic segmentation of the image. This automatic
approach for greyscale images in combination with a relaxation of the indi-
cator function to take values in the interval [0,1] is known as the Chan-Vese
method [19].

Relation between the ROF and the piecewise constant Mumford Shah methods

The different TV based image processing methods are in many ways similar
both when it comes to theory and solution strategies. We will here show
the mathematical equivalence between the two methods (1.17) and (1.18).
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Similar arguments are given in [10], but only for binary images. Here we
outline a more detailed and direct description valued for greyscale and vector
valued images.

The two classical methods above are linked through the following lemma:
Lemma 1. A 0-thresholding of the image g = h2 � h1 after ROF denois-
ing gives the piecewise constant Mumford-Shah segmentation with similarity
functions h1, h2.

Proof. For a given u define the thresholding function

wt(x) =

(
1, if u(x)� t
0, if u(x)< t.

(1.19)

By the coarea formula [26], the two terms of the ROF model can be expressed
as

Z

W

|—u| dx =
•Z

�•

Per{u > t}dt =
•Z

�•

Z

W

|—wt | dxdt (1.20)

and

1
2

Z

W

(u�g)2 dx =
•Z

�•

Z

W

(t�g)wt dxdt + const. (1.21)

Minimization of a combination (1.20) and (1.21) yields

min
wt

EROF(wt) = min
wt

•Z

�•

Z

W

|—wt | dxdt +
•Z

�•

Z

W

(t�g)wt dxdt + const

= min
wt

•Z

�•

0

@
Z

W

|—wt | +(t�g)wt dx

1

Adt + const(1.22)

or the equivalent:

8t, min
wt

l
Z

W

|—wt | +wt · (t�g) dx. (1.23)

The de-noised image u⇤ can be obtained as u⇤(x) =
R •
�• wt(x) dt.
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For g = h2� h1 we see that the solution of (1.23) contains the solution of
(1.18) at t = 0. More precisely, if u⇤ is the optimum of (1.17), then

f ⇤ =

(
1, if u⇤ � 0
0, if u⇤ < 0,

where f ⇤ is the optimum of (1.18).

The idea behind the lemma is that the ROF method is considering all level
sets of an image and applying the regularisation to all of them. By giving the
correct image as input (in this case h2�h1), its zero-level will be exactly the
level set required by the segmentation.

This lemma has two interesting consequences. First, is states that we may
solve the non-convex, constrained problem (1.18) in an unconstrained con-
vex framework (1.17), (as also stated in i.e. the Chan-Vese method [19]).
Secondly we see that the optimisation is independent of the definition of data
fidelity terms, thus complicated data terms hi may be pre-calculated and the
TV-based optimisation will never be more complicated then for the greyscale
ROF problem.

1.2 Graph related methods

In addition to the continuous approach disused in the previous sections, we
will now introduce a discrete framework for image processing. This frame-
work is rooted in the mathematical concept of graphs. We consider a simple,
weighted, undirected graph G = (N,E,w), where N=N(G) is a set of nodes
(or vertices), E = E(G) ✓ {e = {u,v} | u,v 2N} is a set of edges (or links),
and w : E!R is a weight function, assigning a real value w(e) = wuv 2R to
each edge e = {u,v} 2 E. The graph is considered to be finite, thus its nodes
can be enumerated by 1, . . . ,N , where N = |N| is the order of the graph.
Such graphs can be represented by an adjacency matrix, W = (wi j)1i, jN .
An example of a graph is shown in Figure 1.3.

The use of graphs in image analysis has at least two motivations. First of all,
a discretised image, with its organised pixel grid, may easily be represented
as a mathematical graph. Each pixel will then be considered as a node in the
node set N of G, while pixel-similarity from a node to its spatial neighbours
(or other pixels) will be incorporated in the weight function w. Secondly,
a graph structure may be beneficially when describing the structure of the
object being imaged. This is the motivation behind image based brain graphs,
where the neural structure of the brain is assumed to have a graph or network
architecture. Such graphs has gained much attention within the last decade
[13, 50].
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Figure 1.3: Example of a wighted, undirected graph. The nodes (green disks) are
linked with a set of edges. The weight of the edges is illustrated by their width.

In both situations the graph representation opens up a wide range of analysis
tools rooted within graph theory, i.e. measures of centrality, separability and
connectivity. The simplest example of a graph based measure is the node
degree di = Â j wi j often expressed as a diagonal matrix

D=

0

B@

d1
d2

. . .
dn

1

CA .

For a binary graph with wi j 2 {0,1}, a node’s degree is the number of edges
linked to it, or simply the number of neighbours. Similarly, for a general
weighted graph, a node’s degree will be the sum of the weights associated to
that particular node.

Another basic concept associated with graphs are graph-cuts. From an imag-
ing perspective a cut in a graph may be considered as a segmentation of the
image. A cut is simply defined as the sum of all edges between two speci-
fied regions in the graph. More precisely, for A⇢N and B⇢N , A[B =N,
A\B = /0

cut(A,B) = Â
u2A,v2B

wuv. (1.24)

If w is interpreted as similarity between the voxels, a minimum cut my seem
like a tempting way of segmenting the image. However, searching for a min-
imum cut using only (1.24) will easily lead to cuts describing only tiny graph
regions or possibly only a single voxel. Thus different normalisation strate-
gies should be applied in order to make the minimum cuts represent reason-
able image segmentations.

In [52] Shi and Malik use normalised graph cuts to automatically segment
greyscale and colour images. The normalised cuts are defined as

Ncut(A,B) =
cut(A,B)

Âu2A,v2N wuv
+

cut(A,B)
Âu2B,v2N wuv

. (1.25)
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Figure 1.4: Functional MR images mapped to a graph with n = 25 nodes. The
graph is overlaid on an anatomical image, but the graph in itself does not contain
any spatial information. The image is from the study reported in Paper C.

Shi and Malik also utilise fundamental properties from spectral graph theory
in order to efficiently approximate a segmentation. In spectral graph theory,
graph properties is extracted from the eigenvalue decomposition of the adja-
cency matrix W and the graph laplacian matrix

L=D�W, (1.26)

both being symmetric. It can be trivially shown that the constant vector 1 is
the dominating eigenvector of L. Further it can be shown that a zero thresh-
olding of the second eigenvector of L corresponds to the segmentation per-
formed by minimisation of (1.25). A detailed introduction to spectral graph
theory can be found in i.e. [20]. Normalised cuts also be formulated as k-
means clustering problem [23].

For the case of graphs constructed from functional brain images, the task
is not necessarily to split the data into segments, but rather to describe its
structure. Each voxel may still serve as a node in the graph, but a more
common approach is to have a lower number of nodes each representing a
region of the image. An example of functional MR data mapped to a graph is
shown in Figure 1.4, while details about brain graphs will be given in Section
1.4.4.

In most situations, the tools for processing the graphs are efficient and well
defined, while the construction of the graph itself based on the image data
may be challenging. In Paper C, we propose a method for automatically
construction of brain graphs from fMRI data. In this method, larger brain
regions representing functional tasks in the brain are represented as nodes,
while the edges are defined using time series similarities. The similarities are
calculated using information, not only from a single fMRI scan of a single
subject, but from a larger group of individuals.

A third motivation behind representing images as graphs is the algorithmi-
cally advantages achieved when using fast algorithms for flow estimation
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from a source to a terminal node in the graph. This will be discussed in a
later section.

1.3 Non-local methods

Non-local (NL) methods for image processing was made popular through the
non-local means denoising method [12]. The basic idea behind then non-
local methods is to extend the concept of derivative to a region stretching
beyond the apparent neighbourhood of a voxel. We will in this section use a
notation similar to the notation found in [28].

Using the classical definition of derivatives, we can for x,y 2W express

∂yu(x) =
u(x)�u(y)

d(x,y)
(1.27)

where, d(x,y) is some distance measure between x and y. Here the similar-
ities with classical derivatives ends, thus we will not consider the limit as d
approaches zero ( moreover, d can be an arbitrary distance and not necessar-
ily the Euclidean). In order to relate the notation to the graph related theory,
we denote the distance as a weighting wxy =

1
d(x,y)2 and define a weighted

non-local derivative

∂yu(x) = (u(x)�u(y))pwxy. (1.28)

We further define the non-local gradient operator —w : W !W ⇥W as

—w
y u(x) = (u(x)�u(y))pwxy (1.29)

and similarly the non-local divergence divw : W ⇥W !W as

divw
x v =

Z

W
(v(x,y)� v(y,x))pwxy dy (1.30)

where v is in W ⇥W . While the classical gradient and divergence operators
relate to a finite number of directions, their non-local counterparts relate a
point in space to all other points in W . Note that the corresponding laplacian
divw—wu(x) = D wu(x) =

R
W (u(y)�u(x))wxy dy is the continuous counterpart

to the graph laplacian defined in (1.26).

Replacing the classical gradient operator by it’s NL counterpart in the TV
regularization (1.13) gives

TVNL(u) =
Z

W

|—wu(x)| dx. (1.31)

As noted in Section 1.1.3, minimisation of the TV imposes piecewise con-
stant regions. Since the —w operator introduces relation beyond the local
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neighbourhood of a point, the minimisation of non-local TV can not be in-
terpreted in the same way. Instead of causing a point to take the same value
as its neighbourhood, minimisation of TVNL force the point to take a value
which is common within the entire domain W .

From the definition the weights, a discretisation of w can be combined into a
dense, symmetric weight matrix W . However, for computational reasons, a
sparse edition of W is used in most applications. The sparse matrix W can be
transformed into a linear differentiation operator in the same manner as the
operator (1.12) and will then have the structure

DW =

0

BBBBBBBBB@

w1,i �w1,i
w1, j �w1, j
w1,k �w1,k
w1,l �w1,l

w2,m �w2,m
w2,n �w2,n
w2,o �w2,o
w2,p �w2,p

...
...

...
...

...
. . .

1

CCCCCCCCCA

Further, the operator DW approximates —w while �DT
W approximates divw.

1.4 Spatiotemporal image processing

While all the classical image processing methods outlined above are applica-
ble to simple (mostly greyscale) images, we will now introduce generalisa-
tions making them applicable to image sequences and 4D image data as well.
This will be the main topic of this thesis. While some general theory is given
in this section, details are found in the included papers.

The time dependency can be introduced into the image function f in two dif-
ferent ways depending on the application. The simplest one is to consider the
discretised time axis Td ⇢ Rn, and simply assume that f : W ! Td . These
images can be seen as a generalisation of multi channel images such as i.e.
normal colour images. The alternative way is to let f have a direct depen-
dence of the time t and let f : W ⇥T ! R where T is the continuous time
axis. Thus the corresponding PDEs will have a direct time dependence.

For parts of this section we will apply the discrete understanding of an image
both in space and time. In particular we will consider 4D images given as
finite 4D arrays. Depending on the view angle, we can see this data either as
a finite sequence on 3D images, or as a finite number of time series positioned
in a 3D volume. The latter approach is suited when using classical methods
for time series analysis.

Information from a selection of time series can be studied by analysis of the
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corresponding correlation matrix C. To this end, we combine the time series
fi = [ f 1

i , f 2
i . . . f M

i ] into a matrix F 2RN⇥M

F =

2

664

f1
f2
. . .
fN

3

775 (1.32)

Under the assumption that each of the time series has zero mean and standard
deviation one (which is easily obtainable), the correlation matrix is simply
expressed as

C =
1

M�1
FT F. (1.33)

This matrix contains information about the linear relations within the time
series, but does not take into account the spatial positioning of the different
fi. Similar matrices may be obtained using other similarity measures such
as coherence or mutual information. Most of the following theory will also
apply if the matrix C is constructed using some other symmetric measure.

The correlation matrix C may be analysed by itself (i.e. as the fundament of
a PCA, described in Chapter 3), but will then only provide information about
the temporal information in the image. In order to account for the missing
spatial information we will take advantage of the fact that the time series are
positioned in an image grid. Thus we will let C serve as a adjacency matrix in
graph methods, or as weight matrix in non-local methods. Some examples of
how spatial and temporal information may be combined is given in the next
four sections where temporal data terms, temporal regularisation terms, time
series image registration and functional connectivity are introduced.

1.4.1 Temporal data term

In the basic segmentation energy (1.5), hi is a predefined similarity to an im-
age region. In the previous examples with scalar images we used hi(x) =
| f (x)� ci|, (simply the one-dimensional distance to the constant ci). We will
now consider each voxel to have a vectorial representation e.g. a sampled
time series (we may also assume that the voxel has a colour representation or
in other ways have values in more then one channel). The corresponding gen-
eralisation of the distance function is trivial, thus for a vector valued image
where c 2 RM, hi(x) = | f (x)� c| =

p
( f (x)� c)T ( f (x)� c). This generali-

sation is a simple example of feature space classification. In general, feature
space classification is the process of assigning labels to a set of vector val-
ued data points, based on their similarity to a smaller set of training data. The
k-nearest neighbour algorithm is a classical example of a classification algo-
rithm. The same process performed automatically, without training data, is
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Figure 1.5: Colour image (left) representer in a space spanned by the colour chan-
nels: red (R), green (G) and blue (B) (right). Each point corresponds to a pixel in
the image in the left panel.

generally described as clustering. The k-means algorithm is an example of a
unsupervised clustering algorithm. An example of a feature space represen-
tation of a colour image is given in Figure 1.5.

A common distance measures for classification methods on higher dimension
is the Mahalanobis distance [40]. This is a generalisation of the distance seen
above, but instead of letting a cluster be represented by a single point in
feature space c, it will be represented by a set of points Z = {z1 z2 . . .zm}.
Definition 1. The Mahalanobis distance from the point q 2Rn to the m sam-
ples points Z = {z1 z2 . . .zm}, zi 2Rn is given by

mahal(q,Z) =
q
(q�µZ)TC�1

Z (q�µZ), (1.34)

where µZ 2 Rn is the sample mean vector of Z and CZ 2 Rn⇥n is the sample
covariance matrix of Z.

The distance can also be seen as a weighted Euclidean distance, where the
weights are extracted from the covariance matrix of the data. A compari-
son between the Euclidian distance and the Mahalanobis distance is given in
Figure 1.6.

For applications to temporal MR data, there are several possibilities. The
simplest is to consider each time series as a feature point in a M-dimensional
space, thus each time point is considered as a feature. This approach is used in
papers A and B. An alternative would be to project each time series down to a
lower number of representative parameters and let the set of parameters form
a point in feature space. The latter approach will be favourable if intensity
changes only occur in parts of the time series or if some prior information
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Figure 1.6: Mahalanobis distance from four different points qi to a point cloud Z
(marked o ). The points are represented in an Eucledian space, while the Maha-
lanobis dietance is represented by their colour.

about the intensity changes should be incorporated. This is the approach
used in Paper D.

1.4.2 Spatiotemporal regularisation term

Classical spatial regularisation terms such as k—ukq
q, may easily be gener-

alised to operate on 4D data by defining a 4D gradient operator. Thus reg-
ularisation in space and time may be considered as he same process and 4D
images can be smoothed in all 4 dimensions. This regularisation approach is
used in e.g. [39].

Non-local gradient operators defined in Section 1.3 open the possibility to
add temporal information to the regularisation term of (1.1) in a new way.
In Paper A we use the correlation matrix (1.33) to describe the non-local
weights W . This enables the non-local operators to be ’fully non-local’ i.e.
utilise information from the entire image domain, not just from an extended
neighbourhood. The use of non-local methods on temporal and other vector
valued images is to our knowledge a novel method, not found elsewhere in
the literature.

Similarly, in Paper C, we use the correlation matrix to form an graph adja-
cency matrix W. In both situations the correlation matrix is used to define
voxel or region similarities that would have been impossible to detect in a
single 2D or 3D image.
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1.4.3 Time series image registration

In this section we consider motion correction of image sequences. This is a
special case of image registration problem described in Section 1.1, where
the reference image g is a single time point tr in the image sequence. In this
application we apply the continuous time formulation, thus f : W ⇥T ! R.
The variational formulation of the problem is then:

E(u) =
Z

W⇥T
D( f (x+u(x), t), f (x, tr))+R(u) dxdt, (1.35)

This special case of image registration is characterised by two challenges:

i) Some image regions will have a change in intensity value over time.

ii) The problem consists of a sequence of registration problems that may
profit from being solved simultaneously.

The first challenge is addressed in i.e. [32], where the use of gradient based
data terms are proposed as a good solution. We will not pursue this further
here, thus we will follow the conclusion in [32] and use the normalised gra-
dient fields from equation (1.9) as a data term in all the registration energies.

The second challenge opens the registration problem to a wide range of tem-
poral regularisation. A simple approach is to require a low temporal variation,
thus ask for

R
W
R

T
d
dt f (x+ u, t) dtdx to be low. This is a reasonable assump-

tion as dis-alignment of images will cause shifts in the time series around the
borders of objects in the image. The requirement is however difficult to ap-
ply in a general setting, as some time series in parts of the image may have a
natural high temporal variation.

Another solution for linking the registration problems for all time points is
proposed in paper B. Here the solution strategy is twofold. First of all, we
note that the registrabletion of an image sequence of segmented images would
be trivial, as the alignment of binary may be easily described using any data
term. Secondly we use the fact that an object is more easily segmented when
using both spatial and temporal information (as stated earlier in this chapter).
This lead us to a combined registration and segmentation, thus the Maha-
lanobis based segmentation as outlined in Section 1.4.1 is used to guide the
registration process. For further details we refer to Paper B.

A more involving strategy to include temporal information to the registration
is to apply a regularisation derived from a physical model with time depen-
dence. This is done in Paper E, where a poro-elastic model is used to incor-
porate fluid flow over time into the elasticity equations. Thus the elasticity
of the tissue will depend on the intensity changes of the image. Details on
poro-elastic image registration are not given in this thesis, but will rather be
a subject for further research.
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1.4.4 Functional connectivity

In neuroimaging, functional connectivity is understood as the synchronisa-
tion of functional activity in the brain and the synchronisation patterns this
forms. This is in contrast to the structural connectivity describing the phys-
ical connections between brain regions. The study of functional connectiv-
ity using fMRI is based on comparing time series form different part of the
brain. To this end, the correlation matrix (1.33) or other similarity matrices
may serve as a starting point. However, the synchronisation of voxels is not
necessarily interesting, since many voxels will be positioned in parts of the
brain with low or now neural activity. Therefore, the spatial domain is often
divided into anatomically meaningful regions and each region is represented
using a single time series, thus the spatial representation of the data is used to
construct the correlation matrix. This leads to a correlation matrix of smaller
size and possible higher quality. In Paper C. we use Independent Component
Analysis (ICA) to divide the spatial domain into spatial regions represent-
ing different functional activity. Details about the ICA method is found in
Chapter 3.

1.5 Evaluation of experimental results

The introduction of new image processing methods always requires some
kind of evaluation. The evaluation methods used in this thesis can roughly be
divided into two categories: Evaluation by analysis of a synthetic benchmark
problem and evaluation by comparison to manually processed real data.

The first approach, using a synthetic benchmark, is widely used for image
denoising problems and some types of segmentation problems. For the de-
noising problems, the establishment of a noisy image with a ground truth is
easily obtainable by adding noise with some desired statistical distribution to
noiseless image. The corresponding denoising result can be subtracted from
the original noiseless image and the resulting residual image can be further
studied using different statistical measures. The same evaluation method can
be used for binary images, while natural scene images and MR images (as
those studied in this theses) cause some problems.

For segmentation evaluation, there exist several application specific databases
of images with ground truth. For natural scene colour and greyscale images,
The Berkeley Segmentation Dataset and Benchmark [41] is widely used.
For evaluation of the brain segmentation in paper A, we use the BrainWeb
database from the Montreal Neurological Institute [21, 22, 36, 37] available
at http://www.bic.mni.mcgill.ca/brainweb/ .

In applications where databases or synthetic phantoms not are available, com-
parison to a manual expert delineation will be the method of choice. This is a
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labour-intensive process and evaluation of large datasets is not always possi-
ble. This may conflict with the need of establishing a sufficiently large sample
size for statistical analysis.

The comparison of segmentation results is most easily formulated as a com-
parison of sets. Assume A and B are two district subsets of W , were A is the
segmentation ground truth (or expert delineation) and B is a proposed auto-
matic segmentation. A common and classical measure of similarity between
A and B is the Dice coefficient [24]

Q =
2|A\B|
|A|+ |B| . (1.36)

This coefficient is used in Paper A and Paper D. Other, more application-
specific measures are also available, however none of them are used in this
thesis. A discussion on the use of different measures is found in i.e. [47, 49].

The evaluation of image registration is particularly challenging. Synthetic
phantoms of moving organs are rarely as diverse as the real MR data in terms
of motion, noise and artefacts. Furthermore, manual non-linear deformation
of real data is not practically achievable. It is therefore difficult to establish a
ground truth for complex image registration problems. In paper B, we eval-
uate the quality of the proposed image registration in several ways, utilising
the temporal information in the data. The simplest approach is based on the
assumption that miss-alignment of the images cause the temporal variation
to increase, particularly around image edges. The average temporal variationR

W
R

T
d
dt f (x+ u, t) dtdx will then be a measure of registration quality. How-

ever, some temporal variation is expected to occur naturally, (in particular in
functional images), thus the measure is not always valid.

Image registration and image segmentation of MR data are often a pre-
processing part of a more involving study of organ function. In some ap-
plications this can be utilised in the evaluation of the methods. In Paper B
the abdominal MR data is further processed in order to estimate glomerular
filtration rate (GFR). GFR can also be measured from blood samples of the
individuals being imaged, serving as a ground truth. Different image regis-
tration methods can thereby be evaluated by their influence on the modelled
GFR measure relative to the GFR ground truth.





Chapter 2

Optimisation strategies

In this chapter we will introduce some of the optimisation methods used to
minimise the image energy (1.1). The most general, and widely applicable
approach to minimise an energy functional E : W ! R or E : W ⇥T ! R, is
by solving the Euler-Lagrange equations

—E = 0. (2.1)

The solution of (2.1) represents a stationary point for the energy E. As an
example, the Euler-Lagrange equation for the ROF energy (1.17) is given as:

—EROF = l div
✓

—u
|—u|

◆
+(u�g) = 0. (2.2)

The solution to this equation can be carried out with numerous numerical so-
lution strategies, however some apparent difficulties arise from the use of TV.
The TV is, as noted earlier, not differentiable at zero, causing problems when
|—u| is small. A simple solution to this problem is to add a small term e 2R
to the denominator in (2.2), thereby avoiding the singularity. Thus. a explicit
numerical solver for the ROF problem with smoothed Euler-Lagrange equa-
tion with artificial time stepping (steepest descent of the energy minimisation
) can be expressed

ui+1 = ui� t(l DT

 
Duip

|Dui|+ e

!
+(ui�g)). (2.3)

The same approach may be used for all energy functional containing a TV
term.

Using this trick, there are two drawbacks. First of all, we are no longer solv-
ing the original ROF problem, but a hybrid problem with smoothed TV term.
Secondly, when e is chosen to be low, the CFL condition causes short step
sizes in time, giving long running times.
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Some alternative approaches to minimisation of non-differentiable function-
als (containing TV) will be given below. However, first we present some
more details on differentiable problems.

2.1 Gauss-Newton and Levenberg-Marquart

The data fitting nature of imaging problems may often be described in a Least
Squares (LS) manner, i.e.

R
W (u� f )T (u� f ) dx = ku� fk2

2. We will in the
following consider the discretised problem, thus norms and inner products
should be interpreted as discrete operations.

Consider the LS problem min
u

E(u),

E(u) = kr(u)k2
`2
. (2.4)

For a non-linear residual vector function r(u) with Jacobian matrix J(u), this
problem can be approximated using classical Gauss-Newton (GN) schemes.
Thus in the iterative scheme

u u+ad

the direction d may be expressed as a solution of the linear system

JT Jd =�JT r,

where JT J is an approximation of the Hessian of r. In situations where the
Hessian approximation JT J is ill conditioned and thereby not easily invert-
ible, a regularisation is commonly introduced, and d is expressed through.

(JT J+l I)d =�JT r.

The approach is equivalent to solving the regularised problem

E(u) = kr(u)k2
2 +lkuk2

`2

and is known as the Levenberg-Marquardt method. When l is large, the
influence of JT J is small and d ⇡�JT r as in a classical steepest descent opti-
misation. Thus in terms of convergence l is a trade of factor between the fast
GN method and the slow steepest descent, while in terms of regularisation a
high l will also penalise high values in u. For further details on GN-methods
we refer to e.g. [7].

Image energies may often be considered as a damped non-linear least squares
(NL-LS) problem with `q regularisation.

min
u
kµ(u)�Fk2

2 +lkDukq
q, (2.5)
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where µ is some function relating the parameters u to the image (possible the
identity). The residual function is here simply the data assimilation, while the
dampening of the solution is introduced by the spatial smoothening caused by
the D operator in the last term. All the above LS problems may be expressed
in the general framework

min
u
kr1(u)k2

2 +lkr2(u)kq
q (2.6)

where in the case q = 2, the corresponding GN scheme will have update
directions given by

(JT
1 J1�lJT

2 J2)d =�JT
1 r1�lJT

2 r2 (2.7)

However, the corresponding L1-regularised problem (q = 1) does not have a
similar simple solution. Different methods dealing with L1-norms are given
in the next section.

2.2 Efficient methods for minimisation of L1-norms

As noted earlier, an image energy containing a L1 norm (as we have in TV)
will not be differentiable, and the corresponding Euler-Lagrange equations
will contain a singularity. We have briefly introduced a solution strategy us-
ing a smoothed approximation of the L1 norm. In this approximation the
smoothening will represent a trade-off between accuracy and numerical sta-
bility (and thereby step-lengths in a numerical solver).

Several efficient methods have been developed to handle functionals contain-
ing L1-norms, in particular within imaging. We will introduce some of the
these methods in this section. First we consider discrete methods based on a
graph representation of the image, and secondly continuous methods based
on convex duality.

2.2.1 Discrete, graph-based methods for segmentation

Solution to discrete segmentation problems using graph-cuts are during the
least decade reported in a range of works i.e. [2, 8, 25, 30, 52]. In Chapter
1, we have already outlined the graph-cut approach used by Shi and Malik in
[52]. In this section we will consider graph based segmentations based on the
minimum cut/maximum flow principle. This approach is popularised within
the image processing community by i.e. Boykov and Kolmagorov trough
the paper [8] and is also studied i.e. [2, 9]. In this thesis we apply a graph
notation similar to the one found in [2].

We go on to outline the general optimisation framework based on the min-
cut/max-flow principle [27]. This approach has proven to be particularly
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Figure 2.1: Example s/t-graph. Gray nodes represent voxels. Data edges (red/blue),
local constraint edges (yellow) and non-local constraint edges (green).

efficient for e.g. two class segmentation as expressed in (1.18). Different
variants of min cut/max flow algorithms are introduced in [9]. We map the
minimisation problem (1.18) to a weighted, directed graph G = {N,E,w}.
For details on the graph notation we refer to Section 1.2. The node set is
expressed as N = {vi : i = 1,2...n}[ {s, t}, while the edge set is given as
E = Edata [ Econstr and the weighs can be organised as a and non-negative
weight matrix W. Thereby, the node set consists of nodes representing each
of the pixels/voxels in addition to a source and a terminal node. For an image
with n pixels the corresponding graph have in total n+2 nodes.

The data edges Edata = {esi,eit : i = 1,2...n} connects each node to the source
and terminal by a weighted value describing the similarity to foreground and
background respectively. The constraint edges Econstr = {ei j : i, j = 1,2...n}
are weighted according to to relations between the pixels and thereby repre-
sent the spatial regularisation of the method. An example of an image de-
rived s/t graph is shown in Figure 2.1. Minimisation of the discrete version of
(1.18) is achieved by cutting the graph G into two disconnected sub graphs,
one containing s and the other containing t. The cut is represented by a set
of removed edges C, where the cost of the cut is the total weight of all re-
moved edges as defined in (1.24). The nodes in the sub graph containing s
are considered background while the nodes in the sub graph containing t are
considered as foreground, thus each feasible cut corresponds to a segmenta-
tion of W . We consider a cut feasible if it satisfies the following conditions:

(i) if eit 2 C, then esi /2 C,

(ii) if esi 2 C, then eit /2 C,

(iii) if e ji 2 C^ eit 2 C, then es j /2 C,

(iv if ei j 2 C^ esi 2 C, then e jt /2 C.

Among all feasible cuts, we search for the one giving lowest cost, thus the
cut representing the best segmentation of the image. The advantage gained by
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applying the s/t-graph segmentation is hidden in the efficient algorithms for
calculating maximum flow through these graphs, accompanied by the classi-
cal result stating equivalence between the maximum flow and minimum cut.
Max flow algorithms will typical require O(|E|) calculations [27].

2.2.2 Continuous primal/dual and splitting methods

Primal/dual formulations in imaging methods involving a TV first appeared in
a paper by Chan, Golub and Mulet in 1999 [18]. This strategy later developed
into a whole category of imaging methods. In this category we find methods
such as the Chambolle-Pock method [16], the Split-Bregman method [29]
and variants of the augmented Lagangian method [58]. All these methods
exploit a de-coupling of the smooth L2 part and the non-smooth L1 part of the
problem. Some general theory, common to a all the methods, is introduced
below and some details are given for the Chambolle-Pock method. A broader
overview of these methods and the theory behind them is given in i.e. [15,
18]. In order to derive the dual or primal/dual methods in this section, we
first need to state some basic theory on convex duality.

Consider the general continuous objective function f : X ! R and the corre-
sponding minimisation problem

inf
x2X

f (x), (2.8)

with X being a Banach space, (normally X ⇢ Rn). First, we need a definition
of a dual space.
Definition 2. The dual space X⇤ is defined as all linear functionals on X.

Further, we will need the convex conjugate of the function f , f ⇤ : X⇤ ! R.
Definition 3. The convex conjugate of f is given as:

f ⇤(y) = sup
x2X

(x,y)� f (x).

Now assume f is convex but non-smooth, thus classical gradient based opti-
misation is not applicable. As a substitute we introduce the sub-gradient. It
can be considered as a generalisation of the gradient making it contain the set
of possible tangents in a non-smooth point of a function. If the function f is
smooth, the sub-gradient reduces to the classical gradient [15].
Definition 4. The sub-gradient ∂ f of a function f : X !R at the point x 2 X
is defined:

∂ f (x) = {u 2 X⇤ : f (y)� f (x)� hu,y� xi 8y 2 X}

An illustration of a sub-gradient of a non-smooth function is given in Fig-
ure 2.2
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xi

Figure 2.2: The sub-gradient of a non-smooth function (red) in the point xi is a set
of possible tangents in xi (illustrated by black lines).

For convex functions, we can now state two very useful properties, which are
the foundation for the primal/dual optimisation strategies:

i) x 2 argminx2X f , if and only if 0 2 ∂ f (x),

ii) y 2 ∂ f (x) if and only if x 2 ∂ f ⇤(y).

The optimisation problem (2.8) can thereby be solved by searching for sta-
tionary point either on f or on f ⇤. We say we optimise either the primal or
the dual variable. Searching for both solutions at the same time leads to a
saddle-point problem and has proven to be particularly favourable.

We will now briefly introduce a primal-dual method for optimisation of TV-
regularised minimisations in imaging. Consider the general sadel-point prob-
lem

min
u

max
p

(Ku, p)+G(u)�F⇤(p), (2.9)

which is the primal-dual formulation for the corresponding primal problem

min
u

F(Ku)+G(u). (2.10)

In [16], Chambolle and Pock propose an efficient algorithm for solving (2.9).
The algorithm is written as:

pn+1 = (I +s∂F⇤)�1(pn +sKūn) (2.11)
un+1 = (I +s∂G)�1(un + tK · pn+1) (2.12)
ūn+1 = un+1 +q(un+1�un), (2.13)

where (I +s∂F⇤)�1 is a resolvent operator associated with F⇤ (and similar
for G). These resolvent operators are defined through

u = (I + t∂G)�1(v) (2.14)

= argmin
u

✓
kv�uk2

2t
+G(u)

◆
. (2.15)



2.2 Efficient methods for minimisation of L1-norms 33

For some u 2 (I+s∂G)�1(v) we have that v 2 (I+s∂G)(u) = u+s∂G(u)
which is a single gradient descent step with step length s . The algorithm
(2.11)-(2.13) is thereby alternating between primal and dual gradient steps,
while the resolvent operators give rise two minimisation sub-problems in
each iteration. Depending on the choice of F and G these sub problems may
be solved directly, or in other ways efficiently, leading to a fast algorithm for
solving (2.9).

A problem of particular interest is where (2.10) is some TV-regularized data
fitting, i.e.

F(Ku) = k—uk1 (2.16)

and G(u) is a smooth data term. The primal-dual formulation will in this case
split the two terms and isolate the non-differentiable L1 part of the problem,
while the smooth part may be solved with conventional methods.

Following the theory in [16], we see that for F(·) = k ·k1, F⇤ will be an indi-
cator function for the domain P= {p : kpk• 1}. Further, the corresponding
resolvent operator is given as

(I +s∂F⇤)�1(p) =
p

max(1, |p|) .

For the resolvent operator corresponding to G, the sub-problem (2.14) will
either have a direct solution, or will be possible to approximate with a low
number of iterations (due to the assumptions on the smoothness of G). In
applications where G contains a 2-norm of a nonlinear function, the problem
(2.14) will fit directly into the GN solution framework from (2.6). This is
utilised in Paper D.





Chapter 3

Magnetic resonance imaging

Magnetic Resonance Imaging (MRI) is an imaging technique using strong
magnetic fields and radio waves to form images. Different magnetic proper-
ties of the tissue give rise to a wide range of MR methods suited for different
applications. Unlike the X-rays in a CT scan, the MR methods have a unique
ability to detect and distinguish between soft tissues.

In this chapter we will describe some of the physical principles behind MR
imaging in general and look more into the MR acquisition techniques relevant
for this thesis. We will also describe some common methods for analysis of
data from these MR acquisitions.

3.1 MR imaging - basic principles

We will now outline some of the basic principles behind MR imaging. For a
more detailed introduction we refer to i.e. [42].

MRI signals normally depends on the electromagnetic properties of the hy-
drogen nucleus. This is the most abundant nuclei in the body with a single,
positively charged proton. The charged hydrogen nucleus spins around its
own axis taking one of two possible energy states. This spin creates magnetic
fields. When the spinning protons are placed in an external magnetic field
(B0) directed along the z-axis, a majority of the protons will co-align B0 and
a net longitudinal magnetisation along the z-axis is obtained.

There are two preconditions for measuring a signal from hydrogen protons:
i) Protons need a certain in-phase oscillation in order to induce current de-
tectable by a receiver coil. ii) This oscillation must have a component in the
x� y plane. To fulfil these criteria, a Radio Frequency (RF) pulse with res-
onance frequency of the protons is applied. This causes the protons to gain
energy and oscillate in phase, flipping a part of the net magnetisation vector
into the x� y plane and thereby building up transverse magnetisation. After
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the RF pulse is turned off, the hydrogen nuclei release their energy and return
to equilibrium. The energy transmission is measured as a MRI signal.

The signal is characterised by two parallel processes, T1 and T2 relaxation
times. Longitudinal relaxation time (T1) reflects the time it takes for the spins
to realign with B0. It depends on the ability of protons to give off energy to
their surrounding and is a constant tissue characteristic. Transverse relaxation
time (T2) describes the rate at which transverse magnetisation decays and de-
pends on spin-spin interaction. To obtain an image, we repeatedly transmit
a range of RF pulses with selected repetition (TR) and echo time (TE) along
a gradient field, specifying the plane of the slice. Combined with gradient
fields in the other two axes we can specify the exact position of a voxel. Dif-
ferent tissues types have characteristic T1 and T2 properties. Thus by tuning
TR and TE in a pulse sequence we enhance the contrast between tissues and
acquire images of interest. This includes functional MRI (fMRI), Proton Des-
tiny weighted images (PD) and Diffusion Tensor Imaging (DTI). PD imaging
is obtained by minimising the T1 and T2 effect from the signal. This approxi-
mates the concentration of protons in the tissue. DTI is a T2 weighted imaging
sequence sensitive to the displacement of water molecules. The information
from a DTI image is used to estimate withe matter fibre trajectories [4].

In this thesis we consider medical MRI acquired over time creating 4D image
sequences. These repeated observations in an image sequence further enables
indirect quantification of soft tissue properties. We will now look more into
two specific MR techniques, fMRI and DCE-MRI both used to generate im-
age sequences over time.

3.1.1 Functional MRI

Functional MRI, or fMRI uses the differences in magnetic properties between
oxygenated and deoxygenated blood to describe neural activity in the brain.
An image is constructed based on what is called the Blood Oxygen Level
Dependent (BOLD) signal, detectable in a T ⇤2 -weighted image sequence,
(where T ⇤2 is an edition of the T2 signal). The assumption that highly ac-
tive neurones in the brain consume more oxygen allow us to interpret the
change in BOLD signal as a change in neural activation in the specific brain
region. An fMRI brain image sequence has typically relatively low spatial
resolution (i.e. 64⇥64⇥32 voxels), and a time sampling around 0.5 Hz.

An fMRI application gaining increasingly attention is resting state fMRI (rs-
fMRI). This is a method that non-invasively measures the temporal corre-
lation of BOLD signal fluctuations between different brain areas at rest [6]
and it has been shown that even in the absence of a concrete task, the BOLD
signal fluctuates in a non-random manner. Further, the spatial coherence of
these low frequency fluctuations can be characterised as intrinsic connectiv-
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ity networks (ICNs) that may reflect some fundamental organising principles
of the brain [59]. Most of these ICNs correspond to task-positive functional
networks [53]. In Paper C, fMRI data is used in a study of functional connec-
tivity in the brain.

3.1.2 Dynamic contrast enhanced MRI

Dynamic Contrast Enhanced MRI (DCE-MRI) is an dynamic imaging tech-
nique based on repeated T1-weighted images wile injecting a contrast agent
into the blood stream. The contrast agent causes a decrease of the T1 relax-
ation time and thereby increase the image contrast.

The technique is widely used for descriptive tumour examination [60]. The
contrast agent gets trapped in the extracellular space of damaged tissue in-
creasing the contest in the tumour. In more quantitative applications, such
description of abdominal organ function, the concentration of contrast agent
in the blood stream is approximated from the T1 signal. A further descrip-
tion of DCE-MRI based analysis of quantitative analysis of kidney function
is given in the next section. Functional DCE-MRI data is analysed in pears
A, B and D.

3.2 Analysis of temporal MR data

While the single image from a conventional MR image commonly will be
used to study anatomical properties and detect pathology, temporal MR se-
quences are more often the basis for statistical analysis or modelling with
the aim to extract parameters describing a larger region or a full organ. The
image processing methods described in Chapter 1-2 are designed for appli-
cation on temporal data. However, they will often be used in combination
with (or a as a pre-processing step for) more involving methods. We will now
outline some of the methods commonly used for further analysis fMRI and
DCE-MRI data.

3.2.1 Principal and independent component analysis

Both Principal Component Analysis (PCA) [34] and Independent Component
Analysis (ICA) [33] are methods used to improve the representation or reduce
the dimension of a multivariate data set. We will now illustrate the principles
of ICA and PCA by a simple example. Consider a population where each
subject is the described using n = 2 scores x1 and x2. The population may
thereby be represented in a two-dimensional score space (simply by plotting
the scores against each other), as shown in Figure 3.1. A ranking of the
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subjects is most easily performed using a single scalar score, thus it may
only be done based on a single score at the time or using a combination of
the two. The process of selecting a combination of the scores such that the
population gets maximum variance is what is known as PCA. This can also
be seen directly on the plot in Figure 3.1. Here, a weighted combination of
the two scores corresponds to a projection onto a line. Projecting all points
to the axis y1 will give the maximum variance within the population. Thus
this projection is the first principal component of the score data. Similarly,
projection to the axis y2 is the second principal component.

The two scores in our example are positively correlated. Hence knowing only
one score still gives some information about the other, or in other words: the
two scores share some information. When representing the scores in the y1-y2
coordinate system, we have no correlation. Thus PCA may also be seen as a
way of rotating the coordinate system such that the axis are uncorrelated.

ICA can be derived in a similar manner. According to the central limit the-
orem, a combination of sufficiently many samples from any statistical distri-
bution will be normally distributed i.e. Gaussian. ICA uses a measure of how
Gaussian a set of samples is, or more precisely, how non-Gaussian the sam-
ples are. While the first principal component was expressed as the weighted
combination of the two scores giving the maximum population variance, the
first independent component is the combination of scores being the most non-
Gaussian. The property of being non-Gaussian also indicates that the samples
contain some structured information. Thus ICA is the process of finding com-
binations of the scores that most likely contain some structured information.

Using the notation from Chapter 1, PCA can be expressed through a eigen-
value decomposition of the symmetric correlation matrix (1.33), thus C =
QLQT . The principal components Y = [y1,y2, . . . ]T are then expressed as

Y = QF. (3.1)

ICA is a particular popular analysis method for resting state fMRI [5]. In a
resting state study one only have week assumptions on what to obtain from
the data, thus the exploratory nature of the ICA method fits well in many stud-
ies. When applied to fMRI both PCA and ICA used in a spatial manner, i.e.
each time point is considered as a sample in the ’population’, while the spatial
image at that particular time point is considered as a set of scores. The corre-
sponding independent components are thereby images spatially independent
of each other, where each image contains some structured information.

Both PCA and ICA can in this way be interpreted as measure of functional
connectivity. It is not difficult to generalize the approach and use other con-
nectivity measures within the PCA framework. In [38] the authors suggest
the use of coherence and mutual information to build a connectivity matrix
of fMRI data. The approach is here compared to the PageRank approach
[45] used in online search engines. The RageRank algorithm uses the first
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eigenvector of the connectivity matrix to rank nodes in a system. In a PCA
framework this is the rank one representation of the system.

However, the most common protocol for ICA on fMRI is to first perform a
dimension reduction using PCA, followed by the main ICA. This is also the
case in group ICA studies, where data from each subject is reduced to a low
number of principal components, these components are then concatenated
over all subjects, before the final ICA is performed [14].

The ICA and PCA methods are used in several of the included works. In Pa-
per C, a group ICA is used on the fMRI signal in order to combine voxels
into regions represented by graph nodes. In addition PCA is used to combine
scores from different graphs into a single measure as described in the exam-
ple in the beginning of this section. In Paper D, ICA is used to reduce the
dimension of the temporal images prior to segmentation.

y2 y1

x2

x1

Figure 3.1: Principal components y1 and y2 of a random dataset of 500 observations.

3.2.2 DCE-MRI renography

Renography is the study of kidney function using MR or CT imaging in com-
bination with the inception of a contrast agent. MR based renography is a
topic within the general field of MR-perfusion [55]. This field include Arte-
rial Spin Labeling (ASL) [3] , Dynamic Suceptebility Contrast MRI (DSC-
MRI) [54] and DCE-MRI. This section is limited to DCE-MRI renography.

In the analysis of MR-perfusion in general and MR renography in particu-
lar it is common to consider a compartment-based model. By a compartment
we mean a space where the tracer (contrast agent) is assumed to be perfectly
distributed at all times, thus the tracer concentration C(t) is assumed to be
propositional to the net flux. Using a defined structure of connected com-
partments and simple physical assumptions (i.e. conservation of mass) a
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simple set of ODEs can be constructed. Through these ODEs, tissue spe-
cific perfusion parameters can be estimated based on a known Arterial Input
Function (AIF) CAIF(t) and the measured tracer concentrations COBS(t). A
classical one-compartment model, widely used for i.e. tumour perfusion es-
timation is the Tofts model [61]. Without going in details on the physics, the
model is given as

dC
dt

= u1(C(t)�CAIF(t)), (3.2)

with the solution

C(t) = u2eu1t� eu1t
Z t

0
e�u1tCAIF(t)dt, (3.3)

for C(0) = 0. Now u = [u1,u2]T are free parameters in the model. These
parameters are related to the flow in and out of the compartment. More com-
partments in the model gives the ability to describe more complex situations
and will increase the number of free parameters.

For estimation of kidney perfusion and filtration, there are several popular
two-compartment models described by i.e. Patlak [46], Annet [1] and Sour-
bron [57]. The classical approach for kidney perfusion related parameter
estimation is to first establish a region of interest (ROI) containing kidney tis-
sue and average the concentration curves within this region. The relation to
the image function f (x, t) is then:

C(t)OBS = mean
x2Wi

f (x, t). (3.4)

An AIF concentration curve can be extracted in a similar manner. Examples
of ROIs and corresponding curves are displayed in Figure 3.2. The model
parameters are then estimated by a lest-squares fit of the model to the average
curve i.e.

argmin
u

Z •

0
(C(t;u)�C(t)OBS)

2 dt. (3.5)

The curve averaging over the ROI makes the analysis more robust against
noise and displacement of the ROI mask. However, it only gives a single
set of parameters corresponding to the given ROI. In Paper D, we perform
analysis where time curves from each voxel are fitted to a model. This gives
parameter maps with local information about the organ function. The local
analysis is more sensitive to noise and other distortions. In Paper D this is par-
tially handled by spatial regularisation of the parameters in the least squares
problem. Future mathematical studies of kidney perfusion and filtration are
likely to be carried out by more involving PDE-based models as outlined in
i.e. [56].
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Figure 3.2: Exampel ROIs in a 4D DCE-MRI image for arterial input function and
kidneys (top row). Time curves for estimated tracer concentration averaged over the
ROIs (bottom row). The AIF ROI is a manual delineation, while the kidney ROIs
are generated using the algorithm in Paper A.





Chapter 4

Summaries of Papers

The main contributions from this thesis is found in the included papers. We
will now give short summaries of the individual papers, presenting the main
theory and the main results. For details, we refer to part II of the thesis.
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Summary of Paper A

Local/non-local regularized image segmentation using graph-cuts:
application to dynamic and multispectral MRI.

Erik A. Hanson, Arvid Lundervold

Multispectral, multichannel, or time series image segmentation is important
for image analysis in a wide range of applications. Regularization of the
segmentation is commonly performed using local image information causing
the segmented image to be locally smooth or piecewise constant. In this paper
a new spatial regularization method for multichannel images was developed
and tested. The proposed method incorporates non-local information from
the entire image domain.

The proposed method is formulated in the framework of the two-region
picewice constant Mumford Shah method, splitting the image domain W into
two non overlapping regions S and T by minimising the energy functional.

E(S,T )
Z

S
Cs dx+

Z

T
Ct dx+a|∂S|.

The two functions Cs and Ct represents the similarity between the image and
the corresponding region, thus the two first terms represent the data fidelity
of the method. The last term represents the size of the boundary of the sub
region S and thereby the regularisation of the method. Information from all
image channels or time points is utilised simultaneously both in the data fi-
delity and in the regularisation. For data fidelity, the functions Cs and Ct are
defined as the Mahalanobis distance from a vector valued voxel to a prede-
fined region representing foreground and background respectively. Using the
concept of non-local derivatives, the regularisation is defined so that voxels
with highly correlated vector representation preferably end up in the same
region.

The minimisation of E is performed by a graph cut formulation, known to
have excellent properties for two region segmentation. [8, 9]. In this optimi-
sation framework, the regular voxel grid is expressed as a graph. The pro-
posed method incorporates the non-local information by extending this graph
by additional edges between voxels with similar time series representation as
shown in Figure 4.1. The size of the region boundary |∂S| will thereby be
effected by the non-local information.
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Figure 4.1: Image graph where the voxels (grey) are connected by local edges (yel-
low) and non-local edges (green). The edges represents the regularisation in the
method, since a cut in the graph represents the size of the boundary between the
segments |∂S|.

The method was tested on multidimensional MRI recordings from human
kidney and brain in addition to simulated MRI volumes. From these exper-
iments we conclude that the proposed method successfully segment regions
with both smooth and complex non-smooth shapes with a minimum of user
interaction. Example segmentations of brain and brain withe matter is shown
in Figure 4.2

Figure 4.2: Example segmentation of a synthetic three-channel MR dataset. For-
ground (red) and background (green) masks are accompanied by the corresponding
segmentation result (right). Upper row: full brain segmentation. Lower row: white
matter segmentation ).
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Summary of Paper B

Segmentation-driven image registration
- application to 4D DCE-MRI recordings of the moving kidneys

Erlend Hodneland, Erik A. Hanson Arvid Lundervold, Jan Modersitzki, Eli
Eikefjord, Antonella Zanna Munthe-Kaas

In-depth analysis of dynamic contrast enhanced MR imaging (DCE- MRI)
of the kidneys often requires proper motion correction. This is particularly
important when i.e. glomerular filtration rate (GFR) is estimated through
pharmacokinetic modelling. Traditionally, co-registration, segmentation and
pharmacokinetic modelling have been applied sequentially as separate pro-
cessing steps. In this work, a combined 4D model for simultaneous regis-
tration and segmentation of the whole kidney is presented. The outcomes of
the two processes are mutually dependent. A successful registration enables
an improved segmentation process using feature space classifiers. The com-
bination of the two processes enables a feedback effect also improving the
registration results.

The co-alignment problem was formulated as a non-parametric registration,
thus the overall goal was to co-align the image f (x+ u, t) with a reference
image f (x, tr) for all time points t by optimising over the deformations u.

The combined model is expressed as

J(u,f) =
Z

T

Z

W
D(u)+R(u) dxdt (4.1)

+ b
Z

W

H(f)p
f 2 + e2

d(x+u,M1)
2 dx (4.2)

+
1�H(f)p

f 2 + e2
d(x+u,M2)

2 dx+a
Z

W
|—f | dx. (4.3)

Here the first term is a classical non-parametric registration term, where D(u)
enforces the similarity between f (x+u, t) and f (x, tt), while R(u) constrains
u to stay within a set of physically plausible deformations. The compelling
of the segmentation and the registration is performed in the second term. The
segmentation itself is expressed through the indicator function f(x), thus a
point is considered foreground if f < 0 and vice-versa. The Heaviside H(f)
thereby represent the segmentation contour. Further, d is a measure of the
time series similarity between a point in W and a pre-defined training region
Mi indicating either foreground or background. As in the Chan-Vese method
[19], we weight the two data terms d by H(f), forcing each point in space
to belong to either foreground or background. In addition, we divide by |f |,
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restricting the segmentation to mainly contribute along its contour. Note that
the data functions d are made dependent of the deformation u, thus the fit of
the segmentation will improve when the images are proper aligned. Also note
that d includes information about all time points, making the registration into
a true 4D problem utilising all available information.

To demonstrate the model in numerical experiments we used normalized gra-
dients as data term D(u) in the registration and a Mahalanobis distance from
the time courses of the segmented regions to a training set as data functions
d. By applying this framework to an input consisting of 4D image time series
of the abdomen, we successfully conducted simultaneous motion correction
and two-region segmentation into kidney and background. The proposed ap-
proach was evaluated on real DCE-MRI data from ten healthy volunteers.
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Summary of Paper C

A PCA-based thresholding strategy for group studies of brain
connectivity

- with applications to resting state fMRI

Erik A. Hanson, Erling Westlye, Arvid Lundervold

Functional brain connectivity can be studied by analysis of synchronisation
patterns in BOLD fMRI recordings. In this work we performed the anal-
ysis using graph representations incorporating inter-regional similarity of
fMRI time courses. Thresholding of correlation values between pairwise time
courses gave us binary graphs suited for further analysis.

Spatial brain regions where represented as graph nodes, while thresholded
correlation values represented the graph edges. An example of a brain graph
was shown in Figure 1.4 in Chapter 1.

(a) (b)

(c)

High dimensional threshold space

Figure 4.3: Ilustration of the mechanisms of the proposed thresholding strategy.
Each subject has an established weighted graph representation. These graphs are
thresholded at several levels and then described by a single scalar graph property
(i.e. mean node degree), illustrated in panel (a). All subjects are represented in
the space of threshold levels as shown in panel (b). Here the subject specific graph
properties are projected down to a single scalar value.

A returning question when establishing graphs based on thresholded corre-
lation values, is how to select the threshold levels. Different levels give rise
to different graphs with possible different properties. The main contribution
from this work was a new data driven approach to the challenge of selecting
correlation threshold levels in group studies. Our approach addresses a col-
lection of subject-specific graphs, thresholded at different levels. It combines
information such that variability is preserved, and detection of sub-groups in
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the sample, having specific properties, is facilitated. The proposed method is
illustrated in Figure 4.3.

The application of the method was illustrated on simple synthetic graphs, and
tested on data from a resting state fMRI study of healthy elderly people with
varying genetic risk of Alzheimer’s disease.
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Summary of Paper D

Model-driven segmentation of 4D medical images using L2 and
L1-regularisation

Erik A. Hanson

In medical imaging studies of organ function over time, segmentation of re-
gions of interest is an important processing step. The functional image seg-
mentation strategy presented in this work is based on a combination of spa-
tially regularised pharmacokinetic modelling and data clustering. The aim on
the study was twofold.

Mainly, we wanted to test if models for organ function could contribute to
a more accurate segmentation. This approach is an alternative to previously
proposed algorithms, where functional images are segmented using the time
series representation of each voxel directly. In the proposed approach, we
instead classify each voxel using a low number of parameters describing the
tissue properties.

More precisely we define the image function f : W ! T ⇢Rn, the model pa-
rameters u : W ! P ⇢ Rk, k < n, and the tissue model µ : P! T , where W
is the spatial domain, T is the discretised time domain and P is a model pa-
rameter domain. All experiments was performed with a simple, non-physical
tissue model µ , containing parameters u specially suited for the current seg-
mentation task.

The first step of the segmentation method was to reduce the time represen-
tation of the voxel to a parameter representation by a least squares fit of the
data to the model:

argmin
u
kµ(u)� fk2

2. (4.4)

Next, k-means clustering was performed in the space spanned by functional
parameters giving the final segmentation.

The second goal of this work was to evaluate how L2 and L1 spatial regularisa-
tion of the models effects the segmentation. The regularisation was obtained
by minimising the functional

argmin
u
kµ(u)� fk2

2 +k—ukq
q, (4.5)

for q2 {1,2} prior to the clustering step. An example of a simple set of model
parameters u(x) = [a(x), b(x), c(x), d(x), e(x)]T is displayed in Figure 4.4.
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a b c d e
Figure 4.4: Parameter maps after L2 (top row) and L1 (bottom row) regularisation
of the functional model.

Our proposed method was tested on 4D dynamic contrast enhanced MRI of
the abdomen. For the task of automatic detection of the kidney, the method
was evaluated against manual delineations with satisfactory results. Our ex-
periments showed no indications of significant differences in segmentation
accuracy between the L2 and L1 regularisation.





Symbols and notation

f Image function
W Image domain
E Image energy functional
u Image parameter
| · | Vector 2-norm
Wi Image sub-region
hi Sub-region similarity function
Per{·} Region boundary
— Gradient operator
div Divergence operator
—̃ Normalised gradient operator
G Discrete graph
N Graph node set
E Graph edge set
W Adjacency matrix
w Graph weight
W Matrix of graph weights
D Degree matrix
L Laplacian matrix
—w Non-local gradient operator
divw Non-local divergence operator
F discretised 4D image
C Correlation matrix
C Graph cut
t Primal step length
s Dual step length
J Jacobian matrix
(I + tG)�1 Resolvent operator
p Dual variable
C(t) Signal intensity time curve
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Acronyms

TV Total Variation

ROF Rudin Osher Fatemi model for image denoising

LS Least Squares

GN Gauss-Newton

NL-LS non-linear least squares

NGF normalized gradient field

ROI region of interest

NL Non-local

MRI Magnetic Resonance Imaging

BOLD Blood Oxygen Level Dependent

DCE-MRI Dynamic Contrast Enhanced MRI

PCA Principal Component Analysis

ICA Independent Component Analysis

RF Radio Frequency

AIF Arterial Input Function
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Segmentation-Driven Image Registration-
Application to 4D DCE-MRI Recordings

of the Moving Kidneys
Erlend Hodneland, Erik A. Hanson, Arvid Lundervold, Jan Modersitzki,

Eli Eikefjord, and Antonella Z. Munthe-Kaas

Abstract— Dynamic contrast enhanced magnetic resonance
imaging (DCE-MRI) of the kidneys requires proper motion cor-
rection and segmentation to enable an estimation of glomerular
filtration rate through pharmacokinetic modeling. Traditionally,
co-registration, segmentation, and pharmacokinetic modeling
have been applied sequentially as separate processing steps.
In this paper, a combined 4D model for simultaneous reg-
istration and segmentation of the whole kidney is presented.
To demonstrate the model in numerical experiments, we used
normalized gradients as data term in the registration and a
Mahalanobis distance from the time courses of the segmented
regions to a training set for supervised segmentation. By applying
this framework to an input consisting of 4D image time series,
we conduct simultaneous motion correction and two-region
segmentation into kidney and background. The potential of the
new approach is demonstrated on real DCE-MRI data from
ten healthy volunteers.

Index Terms— Image registration, image segmentation, active
contours, DCE-MRI, Mahalanobis distance, GFR.

I. INTRODUCTION

THE Glomerular Filtration Rate (GFR) is an important
parameter in the assessment of kidney dysfunction and

disease [53]. It is a measure of the volume of filtered fluid per
unit time from the blood pool in the glomerular capillaries to
the tubular space in Bowman’s capsule. A schematic overview
of a kidney is depicted in Fig. 1, showing cortex, medulla and
the pelvis. Low values of GFR are associated with kidney
dysfunction and renal disease. Serum creatinine is the most
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Fig. 1. The human kidney with anatomical compartments cortex, medulla and
pelvis. The filtration takes place in the cortical and juxta-medullary nephrons
of the kidney, regions for which voxel-wise GFR can be estimated. Left panel:
Coronal section and time frame from a DCE-MRI examination showing the
wash-in of contrast agent into the cortical region. Right panel: Anatomical
sketch of the kidney showing the different renal compartments as well as the
renal artery inlet (red), the renal vein outlet (blue), and the urinary outlet
(ureter). Courtesy to Silje Søviknes.

commonly used measure for GFR. Other and more accurate fil-
tration markers are Iohexol (serum clearance) and Inulin (uri-
nary clearance) for the total kidney GFR estimation. However,
none of these approaches permit voxel-wise assessment within
the kidney, or a differentiation of function (split-function)
between left and right kidney. On the other hand, MR renog-
raphy, based on intravenous injection of a contrast agent
and dynamic scanning over time using a fast T1-weighted
pulse sequence, offers the possibility to obtain voxel-wise
measurements of kidney function. In this respect, dynamic
contrast-enhanced magnetic resonance imaging (DCE-MRI) is
an in vivo imaging method for measurement of physiological
parameters like perfusion, transfer rates, permeability-surface
products, and capillary leakage in normal and abnormal tissue
in a wide range of organs and disease processes. However, the
DCE-MRI approach for measurements of local or total renal
GFR is not yet available in clinical routine, due to lack of
accuracy and reproducibility [31]. This is probably attributable
to noise and MR artifacts in the acquisitions, organ motion,
inaccurate segmentation of the kidney compartments, inaccu-
racy in the mapping of signal into Gadolinium concentrations,
and shortcoming and instability of the applied pharmacokinetic

1057-7149 © 2014 IEEE. Translations and content mining are permitted for academic research only. Personal use is also permitted,
but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.
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compartment models. Hence, the reliability and reproducibility
of the obtained GFR values can become unacceptably low if
the recorded data are not properly processed. Despite these
obstacles and challenges, DCE-MRI has a great potential to
become an important tool in the diagnosis, therapy planning,
and follow-up of patients with renal artery stenosis, renal
parenchymal disease, polycystic kidney disease, and kidney
graft rejection [53].

In an ideal setting, voxel-based GFR measurements from
DCE-MRI acquisitions would enable a tissue and site specific
analysis of kidney function. In practice, however, voxel-
based measurements are corrupted by lack of reliability in
at least three major processing steps: (i) registration (motion
correction of organ motion), (ii) segmentation (identification of
tissue compartments), and (iii) the establishment of a pharma-
cokinetic model. As a first step towards an integrated model,
we here attack the first two processing steps simultaneously,
registration and segmentation.

1) Registration: Proper registration is a critical step in the
processing chain, as uncorrected voxel displacements will
corrupt the voxel time courses. The motion artefacts are caused
by respiratory motion, intestinal peristalsis, cardiac pulsations,
or patient movement during data collection [32], [48]. In this
way, GFR estimates can become strongly biased or even inval-
idated [55]. To perform motion correction, affine registration
has been used by several authors [2], [9]. Affine registration
can also be used as an initialization step to a supplementary
deformable registration. Clearly, due to respiration there is a
significant local affine motion component directed along the
head-to-feat axis, as modelled in [40] and also observed in
our experiments (cf. Section IV-E.3). Still, there is also a
deformable motion component due to the elastic properties of
the kidney, deforming along with local geometric restrictions
in the proximate surroundings.

The model presented in this work is rather general and the
choice of data terms is basically open and not a topic for
discussion here. Still, an optimal data term is necessary in
order to obtain the best possible registration. In the literature,
deformable image registration of DCE-MRI time series for
estimation of GFR has mainly been accomplished using (nor-
malized) mutual information (N)MI [48], [52], [56], which
is regarded as a method-of-choice in multi modal registra-
tion [28], [49]. Normalized mutual information or mutual
information has also been applied in several recent method-
ological papers for co-registration of DCE-MRI time series
[27], [37], [48], although an optimal method has not yet
been settled [45]. Normally, the images contain durable edge
information between various tissue types, and also within the
kidney after the arrival of contrast agent. This phenomenon
favours the use of a gradient dependent cost functional for
registration. In recent work [14], [24] it was shown that
normalized gradient fields (NGF) was a viable alternative to
MI for the registration of DCE-MRI images. In this work, we
therefore incorporate a version of NGF [21], [35] as data term
for the registration task.

2) Segmentation: The task of segmenting the kidney in
DCE-MRI recordings has taken several approaches [57].
Manual delineation performed by an expert is potentially accu-

rate, but also highly subjective and time consuming in contrast
to automated methods [41]. Automated segmentation methods
employing k-means clustering [56] and k-nearest neighbor
classification [25] have been proposed. For these methods the
signal intensities in time are used as a high-dimensional feature
vector in each voxel. The advantage of these approaches is that
the classification of a tissue voxel is based on the actual tissue
response to the bolus wash-in and wash-out. Alternatively,
active contours [1] and related methods employing region and
boundary properties in combination with shape constraints [3]
have been used. In this work, we apply the temporal tissue
response and minimal boundary length as shape information
for the segmentation.

3) Compartment Modeling: Renal filtration, mainly taking
place in the renal cortex, can be estimated using compart-
ment models within a defined segmentation of the kidney
[4], [45], [46]. The compartment time series are then fed
into the chosen pharmacokinetic model, producing voxel-
wise parameters that best match the data. Compartment-
wise parameters can be obtained summing up the voxel-wise
contributions over the whole compartment. A valid estima-
tion of GFR thus depends on a successful registration and
segmentation, which are the critical steps in the processing
chain.

4) Combined Registation and Segmentation: A significant
portion of the disagreements between DCE-MRI estimated
and iohexol-estimated GFR can originate from at least three
of the above mentioned processing steps that are executed
separately [31]: registration, segmentation, and compartment
modeling. Errors occurring in one step are propagated to
the next, not being adjusted or compensated for since the
steps are essentially uncoupled. This is the major motiva-
tion for our proposed method, a combined registration and
segmentation where the segmentation has a feedback term
in the registration, thus assisting towards a more consistent
alignment of time points. Several works in other reseach
areas report that a combined segmentation and registration
improves the overall performance compared to a sequential
processing [15], [17], [51].

Yezzi et al. [51] introduced the idea of coupling the registra-
tion and segmentation in a framework of active contours. Seg-
mentations of the input and target image combined with a joint
affine registration were used to improve both the registration
and segmentation accuracy of 2D images. Their method was
not suited to incorporate non-affine deformations in the regis-
tration part due to the linearity. In numerous publications [15],
[17], [20], [36], [42], an inital segmentation is assumed, and
this prior information is used to guide a combined registration
and segmentation of either the input or the reference image,
depending on the application. Thereby, the input and reference
images are matched along the curve enclosing the segmented
region and the rest of the image is deformed according
to the regularization of the deformation field. In some of
these publications an additional image similarity measure was
applied, usually the sum-of-squared differences (SSD) [15],
[42]. A combined segmentation/registration expressed in a seg-
mentation framework is particularly advantageous in the pres-
ence of an atlas ground truth. Iterative, sequential approaches
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were also used in [43] and [54] for a serial registration and
segmentation.

In our proposed model for registration/segmentation, we
explore the idea from Yezzi et al. [51] and suggest to exe-
cute the registration jointly with the segmentation, and not
iteratively or sequentially as in [43] and [54]. We define the
optimization problem directly within a common variational
framework, solving for both the registration and segmentation
simultaneously, and coupling the registration/segmentation via
the segmentation term. Thus, the registration becomes directly
segmentation-driven within the cost functional, favoring a dis-
placement field consistent with an improved spatio-temporal
separation of various tissue or compartments. Hence, we
assume that the temporal signal response is similar within
the same tissue or compartment type, or pathophysiological
condition. Unlike the approach in [51] we also include a
classical image registration data term in order to incorpo-
rate image information away from the segmentation bound-
aries. As a major difference to the methods depending on
a prior segmentation, we use a time-normalized, continuous
Mahalanobis distance to a training set.

To the best of our knowledge, our described application
is novel and represents a new approach to quantitative MRI
renography. We claim to represent the first work exploring
the Mahalanobis distance and a training set for a 4D joint
registration and segmentation, in particular for artifact and
noise loaded DCE-MRI images. Thus, this work represents
a major step towards an integrated model with combined
registration, segmentation and compartment modeling, and
can further be extended towards model-driven deformable
registration in DCE-MRI processing [2], [9], [22].

In the following, we first describe our combined model
for registration and segmentation. Then, we show experimen-
tal results from ten different kidney DCE-MRI time series
recorded in healthy volunteers, and finally, we discuss the
proposed method and future perspectives.

II. METHODS

A. Mathematical Framework and Problem Formulation

The DCE-MRI times series are 4D data sets mapping from
time and space into positive and real intensity scalar values
f : R3×R → R. Denote the the whole time series as the input
image f (x, t) for Lagrangian coordinates x . The reference
image fr can be any selected 3D image in the discrete time
series, fr (x) = f (x, tr ), tr ∈ Td , where Td = {t1, t2, . . . , tn}
is the set of discrete time points for image acquisition, Td ⊂
T, T = {t ∈ R : t1 ≤ t ≤ tn}. A single selected time frame
after bolus arrivel was chosen as the reference image.

For deformable registration, the aim is to find a voxelwise
deformation field u : R

3 × R → R3 such that the time
series is optimally aligned for all voxels along all time points.
The registration of DCE-MRI times series is a 4D (space
and time) registration problem with respect to data, but a
3D optimization problem. The reason for this discrepancy is
the assumption that the data are sampled on discrete time
points, hence there should be no transport of information along
the time axis. All motion artifacts are therefore assumed to

Fig. 2. Schematically visualized segmented regions !1 and !2 representing
background and kidney, respectively. Manually given 2D training set regions
M1 and M2 are also indicated, which are used to create a training set of
typical time courses for each partition !i , guiding the segmentation towards
the desired solution. Each training set region Mi must be placed well inside
the expected !i with a minimum distance to the region boundary of umax
such that umax = max∂ Mi

|u|. After segmentation we observe that Mi ⊂ !i ,
although this is not mathematically guaranteed.

be spatial. Following the approach of [35], the registration
of frame f (x, t) to the reference can be phrased as an
optimization problem. The overall goal is to find a minimizer u

of a cost functional J where

J (u) =
!

T

!

!
D( f (x + u, t), fr (x)) + R(u)dxdt (1)

and where D is the data term and R is the regularization [34].
The data term attempts to align the input image with the
target image by maximizing a similarity measure between
those, for instance mutual information, normalized gradients,
cross correlation or least squares [34]. Registration is an ill-
posed problem and the regularization terms are required to
ensure a sufficiently smooth deformation field by penalizing
spatially large and strongly varying deformations [18]. The
minimization of (1) produces as output a deformation field
maximizing the similarity measure of choice.

The overall aim of the analysis is to compute GFR values
within the kidney, and a segmentation of the kidney is there-
fore useful to have. In this respect, we add a minimization
term for a two-region segmentation, with the potential to dis-
tinguish kidney from non-kidney tissue using temporal image
information as features. A spatial map d(x, Mi ) is defined,
reflecting the deviation between the time series f (x, t) and the
time series within a training set region Mi , i = 1, 2. A voxel x
will be assigned to region !i such that the cost d(x, Mi ) will
be the smallest, i.e. i = argmin j (d(x, M j )) for j = 1, 2. An
example of sets Mi associated with the partitioning !1 and !2

is displayed in Fig. 2. For such segmentation task we consider
a two-region Potts model [39] for segmentation of the image
domain !,

min
!1,!2

S(!1,!2),

S(!1,!2) =
!

!1

d(x, M1)
2dx +

!

!2

d(x, M2)
2dx + α|$|

such that !1 ∪ !2 = !, !1 ∩ !2 = ∅ (2)

The length of the common boundary of !1 and !2 is
denoted |$| = |∂!1 ∩ ∂!2|. Due to the boundary term, this
model favours segmentation with ‘tight’ boundaries and little
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oscillations [39]. The weight of the constraint is controlled
by the parameter α ≥ 0. A higher value of α will reduce
the curve length |"| and create a smoother boundary between
#1 and #2. The construction of (2) ensures no vacuum or
overlap between the segmented regions.

We now combine equations (1) and (2) into a single cost
functional for minimization, J (u) + S(#1,#2). In order to
obtain a segmentation driven registration we also make the
replacement

d(x, Mi ) → d(x + u, Mi ), (3)

thus coupling the registration with the segmentation via the
deformation field u. A special property of this model is that
the registration will be driven not only by the data and regu-
larization term as in (1), but also from the segmentation, thus
favouring displacements maximizing the similarity between
time curves within the same segment. This is justified since
functionally related biological tissue is likely to exhibit similar
intensity profiles.

B. The Unconstrained Problem

The unconstrained optimization problem is achieved by
using a level set method for the segmentation and by intro-
ducing binary indicator functions for the user-defined segmen-
tation regions. Let φ : R3 → R be a level set function,
as in the Chan-Vese method [10]. The segments, which are
separated by ", are represented by a zero-thresholding of φ,
#1 = {x : φ(x) > 0}, #2 = {x : φ(x) < 0}. Thus, there
is no overlap between the regions, and every x ∈ # belongs
to a segment #i , i = 1, 2 or to their common boundary, as
required. An unconstrained formulation of the segmentation
energy in (2) in combination with the coupling term in (3)
can be expressed as

S(u,φ) =
!

#
H (φ)d(x + u, M1)

2

+ (1 − H (φ))d(x + u, M2)
2dx + α|"| (4)

where H (φ) is the Heaviside function. The constraints of no
vacuum and no overlap between the regions are now implicitly
entangled into the integral.

A minimization of (4) with respect to u and φ attempts
to minimize d(x + u, Mi )

2 within each segment by two
means. First, by dislocating ", and second, by moving the grid
in u. The latter effect is the segmentation-driven registration.
However, it has potentially undesired effects by seeking a
maximum likelihood between the training set and the voxel
time course at every voxel. This will favour voxels that are
highly similar to the training set, and the deformation field will
try to expand these regions at the expense of voxels with less
similarity. Fairly large deformations far from ", in particular
volume changes, can thereby occur. A segmentation-driven
deformation at a great distance from " will not affect the seg-
ment association of a voxel, and is therefore undesirable. Our
aim with the segmentation-driven registration is to have the
largest effects locally around ", in order to better distinguish
between kidney and non-kidney tissue. Therefore, to promote
deformations around ", in other words where φ is close to

zero, we divide by |φ| in (4). To ensure numerical stability
we approximate |φ| ≈

!

φ2 + ϵ2, and a new version of (4)
becomes

S(u,φ) =
"

#

H (φ)
!

φ2 + ϵ2
d(x + u, M1)

2

+
(1 − H (φ))
!

φ2 + ϵ2
d(x + u, M2)

2dx + α|"| (5)

for a small ϵ > 0.

C. Boundary Regularization

In line with the literature [47], we consider a regularization
on φ by the means of a minimization of the total variation
|∇φ| of the level set function. We reformulate the boundary
regularization as

|"| =
"

#

!

|∇φ|2 + ϵ2dx . (6)

The parameter ϵ is set globally as small as possible to preserve
accuracy, and as large as necessary to ensure numerical
stability. In our experiments we used the same value of ϵ
in (5) and (6). The gradient has been embedded into a convex
function to ensure stability for a sufficiently large ϵ and to
avoid a singular gradient in the Euler equation for |∇φ| = 0.
Minimizing the total variation

!

|∇φ|2 + ϵ2 results in mean
curvature motion by minimizing the curve length of the level
set function.

D. Data and Regularization Terms

The choice of data term D(u) in the cost functional (1)
is not trivial. In literature, several data terms have been
applied for registration of DCE-MRI time series. Mutual
information (MI), or its normalized version (NMI), is the
most frequently used data term [27], [37], [48], [52], [56],
but also cross correlation [16], [30] and gradient depending
cost functionals [38] have been applied. Mutual information
is highly nonlinear and also computationally demanding. The
wash-in and wash-out is a challenging phenomenon for mutual
information where a range of intensities in the input image
must match a much smaller intensity range in the target
image, thus blurring the joint histogram. The DCE-MRI time
series exhibit strong edges upon wash-in and wash-out of
bolus, thus registration is intrinsically multi modal within the
kidney and mono modal outside. This suggests the use of
normalized gradients proposed by Haber and Modersitzki [21]:
The cost functional is minimized when the gradients are
aligned or co-aligned and is essentially intensity independent.
Mathematically, the normalized gradients are defined as

∇̃ f =
∇ f

!

||∇ f ||2 + η2
. (7)

The edge parameter η should be tuned in the range of gradients
of major image features. The cost functional D for NGF reads

D(u) =
"

T

"

#
1 − (∇̃ f (x + u, t) · ∇̃ fr )

2dxdt . (8)
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For the regularization term we choose the linear, elastic
regularizer [34]

R(u) =
µ

4

3
!

i, j

"

∂u j

∂xi
+

∂ui

∂x j

#2

+
λ

2
(∇ · u)2 (9)

with the Lamé constants λ, µ. This choice of R(u) results
upon differentiation in the Navier-Lamé equations of elasticity.
Thus, the registration process can be regarded as a deforming,
compressible continuum.

E. Distance Metric for Segmentation

The distance metric d(x, Mi ) represents the similarity of
time series between a voxel x and the time series defined by a
training set Mi . An intuitive choice of the cost d(x, Mi ) used
in the segmentation is the squared Euclidean distance in the
space spanned by the sampled time points,

d E (x, Mi )
2 =

$

T
( f (x, t) − µ(t; Mi ))

2dt, i = 1, 2, (10)

where the average within training set i is given by µ : R → R

µ(t; Mi ) =
1

|Mi |

$

Mi

f (y, t)dy. (11)

The Euclidean distance is isotropic. Therefore, when a seg-
ment consists of a large number of different tissue types with
highly varying intensity profiles, we expect the feature space
to have a highly anisotropic structure, and thus the Euclidean
distance in not well suited.

In order to deal with this problem one can use the more
general Mahalanobis distance [29]. This distance is normally
stated in a discrete framework measuring the distance between
a vector and a matrix representing a n-dimensional (training)
set of data A = [a j,k]m×n with average vector µ̃ = [µ̃k]n×1

µ̃k :=
1

N

N
!

j=1

a j,k .

for N voxels in the training mask. For A, the rows are the
voxels in the training set, and the columns represent the
various time points. The Mahalanobis distance between an
arbitrary m-dimensional vector x̃ and the set A is defined as

d̃ M (z̃, A)2 = (z̃ − µ̃)T #̃−1(z̃ − µ̃) (12)

where #̃ is the covariance matrix of A, with each element
containing the covariance between column i and j in A.
#̃ is therefore symmetric and positive semi-definite. The
role of #̃ is to transform the difference between the feature
vector z̃ and µ̃ to an ellipsoid with principal axes along
the eigenvectors of #̃. Using this transformation, any feature
vector z̃ on the ellipsoid has the same distance from the set A,
although the Euclidean distance can vary significantly. Note
that if #̃ is the identity, the Mahalanobis distance reduces
to the normalized Euclidean distance, while, for #̃ not the
identity, the Mahalanobis distance measure will better reflect
the distribution, orientation and variance of the underlying
data. When the difference between two feature points is small,
the covariance matrix becomes singular and the existence

of the inverse is therefore not guaranteed. In this case, the
Moore-Penrose pseudoinverse #̃−1 → #̃+, computed by the
singular value decomposition of #̃, is applied instead [19].

The 2D training masks Mi , i = 1, 2 in the DCE-MRI data
are initialized by the user prior to numerical optimization.
These domains are drawn manually in 2D (as a 3D delineation
would be a lot more labor intensive) on the reference image fr .
Notably, Mi do not require accurate initiations, but each
domain must reflect the amount of various main tissue types
that should end up in the corresponding segment after numer-
ical optimization. Define r(x, t; Mi ) := f (x, t) − µ(t; Mi ).
In a continuous framework the normalized and squared
Mahalanobis distance d M (x; Mi )

2 from the time curves of x
to the time curves in a training data set defined within Mi can
be reformulated as

d M (x; Mi )
2

=
1

|T |2

$

T

$

T
r(x, t; Mi )#

+(t, τ ; Mi )r(x, τ ; Mi )dτdt (13)

where the covariance function # : R2 → R

#(t, τ ; Mi ) =
1

|Mi |

$

Mi

r(x, t; Mi )r(x, τ ; Mi )dx, i = 1, 2

has a pseudoinverse #+ [7]. The discretized version of the
pseudoinverse #+ is the Moore-Penrose pseudoinverse. The
normalization constant |T |2 is added to ensure global and
consistent parameter settings of β across time series of various
extent in time. As an approximation, #(t, τ ; Mi ) and µ(t, Mi )
are not functions of u, since the covariance is assumed to
remain almost constant during iterations (cf. Appendix B-C).
Combining the registration functional in (1) with the segmenta-
tion functional in (4) and by letting d(x; Mi )

2 ← d M (x; Mi )
2

results in the final normalized Mahalanobis distance driven
registration model

J RegSeg

=
$

T

$

&
D(u)+ R(u)dxdtβ

$

&

H (φ)
%

φ2+ϵ2
d(x + u, M1)

2

+
(1−H (φ))
%

φ2+ϵ2
d(x + u, M2)

2dx + α

$

&

%

|∇φ|2+ϵ2dx .

(14)

where β is a user-defined weight for the segmentation term.
The derivation of the Euler-Lagrange equations for (14) is
shown in Appendix A.

III. NUMERICAL IMPLEMENTATION

Numerical issues are not a major focus of this work,
and a specific choice of implementation model was applied
to demonstrate the usefulness of the model. The domain
was discretized as xi, j,k = (ihx , jhy, khz) for all i =
{1, . . . , nx }, j = {1, . . . , ny}, k = {1, . . . , nz} where
nx , ny, nz are the number of voxels in the three main coor-
dinate directions. The spatial derivative of a function f

was approximated either by central (Dc), forward (D+) or
backward (D−) differences. The Euler-Lagrange equations to
solve are given by (24). Note that b(u,φ) is not depending
on u and φ through a differential operator, and is therefore
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applied on the right hand side. Upon discretization, the first
three elements of (24) are linear in ui, j,k and can be solved
by a linear system. However, for easy implementation of
Neumann boundary conditions ∂ui/∂xi = 0, fixed point
iterations (nonlinear Jacobi) were used instead. Each of the
discretized components in u were isolated on the left hand side
and updated by fixed point iterations in a multigrid framework
using FAS (Full Approximation Scheme) [8].

The functional derivative with respect to φ can be found
as the fourth component of (24) [5], and was solved using an
explicit scheme. Introducing an artificial time τ , solving the
fourth component of the stationary equation in (24) for φ is
equivalent to solving the time-dependent PDE

∂φ

∂τ
= −α∇ ·

!

∇φ
!

|∇φ| + ϵ2

"

+ b4 (15)

to steady state. A discretization leads to the explicit scheme

φk+1 = φk − &τ

#

α

$

Dx
−

%

Dx
+φn+1

i, j,k

an
i, j,k

"

+D
y
−

%

D
y
+φn+1

i, j,k

an
i, j,k

"

+ Dz
−

%

Dz
+φn+1

i, j,k

an
i, j,k

"

&

− b
(4)
i, j,k

'

when defining an
i, j,k :=

(

|Dx
c φn

i, j,k |2 + ϵ2. For each fixed

point iteration on u, this was solved to steady state using
&τ = 10−4. Thus, this becomes a procedure for numerical
splitting, sequentially solving for u and φ within each fixed
point iteration.

IV. EXPERIMENTAL RESULTS

A. Imaging Data

The DCE-MRI recordings were acquired in collaboration
with radiologists and MR physicists at the Department of
Radiology, Haukeland University Hospital, Bergen. For testing
and evaluation of our combined registration and segmen-
tation model, we used ten DCE-MRI datasets acquired on
a 1.5 Tesla MR-scanner (Avanto, Siemens). A breath-hold
T1-weighted 3D single gradient recall echo (GRE) FLASH3D
pulse sequence was used to obtain signal-intensity time curves
after administration of a small dose (2 ml) of a Gadolinium-
based contrast agent intravenously. For GFR calculations one
has to estimate the Gadolinium concentrations [Gd]. They are
nonlinearly related to the observed signal intensities, but can
be estimated by voxelwise measurements of the pre-contrast
relaxation rate R1, since the relation between R1 and [Gd]
is linear for low [Gd]. The acquisition parameters for all
examinations were TR/TE/FA = 2.41ms/0.87ms/12◦, matrix
size = 256 × 256, FOV = 425mm, voxelsize = 1.66 ×
1.66 × 3mm3, and number of time points = 55. Dotarem was
used as a contrast agent. The participants were healthy, adult
volunteers who had given their written consent. In order to
have a gold standard for comparison of GFR we also measured
the blood clearance of Iohexol for all subjects [6]. The Iohexol
measurements were performed several days apart from the
MRI measurements due to practical arrangements.

B. Preprocessing of the Images

An affine registration using FSL’s MCFLIRT [44] was
performed prior to elastic registration in order to account for a
majority of motion artifacts from strong breathing. In order to
keep the inflow artefacts to a minimum, the arterial input func-
tion (AIF) was manually selected as a distally placed 2D ROI.
The mask for the AIF and the training masks for segmentation
were drawn in 2D using FSL’s FSLVIEW [44]. The same
AIF was applied for both left and right kidney within a subject.
The manually drawn training masks M1 and M2 were created
within a few seconds for both kidney and background.

C. Settings

We used the following global parameter settings for all
subjects: µ = 1,λ = 5 (Lamé constants in the Navier-Lamé
operator), η = 0.03 (edge term in normalized gradients),
α = 1 (boundary regularization) and β = 10 (the segmentation
weight). Various settings of β = {1, 5, 10, 20} were explored
(not reported for β = 1, 5, 20) and β = 10 had the overall
best performance among those settings. The Lamé constants
were approximated for soft tissue and bone [50]. The number
of multilevels in the multigrid was three with a scaling factor
of 1/2 between each level.

D. Evaluation

The experimental part was executed using five different
experimental setups:

(a) Unprocessed images.
(b) Affine registration using FSL’s MCFLIRT.
(c) An initial registration (β = 0) with NGF as cost func-

tional followed by a plain segmentation (β = 10) dis-
carding D(u), R(u). This setup represents a traditional,
sequential approach for analyzing DCE-MRI images, here
referred to as the Sequential model.

(d) Our suggested model with combined registration and
segmentation, using β = 10 and NGF as cost function
in D(u). This approach is referred to as RegSeg.

(e) Only the segmentation functional and the linear elasticity
terms, thus excluding D(u) in (14). By this approach
we want to demonstrate that the squared Mahalanobis
distance in (13) has the potential to act as an independent
cost function for co-registration of time series. This setup
is referred to as Seg, since the only driving force on
the deformation field u originates from the segmentation
functional.

We use several measures for evaluation of the pro-
posed method: (i) A visual quality check of the segmented
tissue. (ii) Kidney volumes for (c), (d) and (e) related
to manual segmentation. (iii) Smoothness of time curves.
(iv) Sum-of-squared differences (SSD) of a compartment
model to the signal intensity curves within the kidney. The
latter two criteria have been used in several related publi-
cations for evaluation of co-registration of DCE-MRI image
time series, and they are in this respect considered as a gold
standard for peformance evaluation [2], [22], [30], [33], [48].
The temporal smoothness (iii) as an evaluation criteria is based
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Fig. 3. (Color online) Presentation of images of subjects four, five and six. Left to right: Time instance at pre-, and max-enhancing phase, manually delineated
training masks for kidney (background training masks were painted in a lower section), and the overlay of the obtained whole kidney segmentation with
the reference image (red, closed curve) using the Sequential and RegSeg model, respectively. Top to bottom: Subjects 1 − 3. Both the Sequential model
and RegSeg capture the kidney volume, as seen by the red curves in the last two columns. An accurate, manual delineation in 3D is time consuming and
demanding with respect to human resources, and is preferably avoided in a clinical perspective. Therefore, the manual initialization is restricted to 2D whereas
the final segmentation generates a full 3D volume.

on the assumption that a poor registration is associated with
oscillatory time curves. The temporal smoothness of the time
curves, here denoted s, was computed by

s =
1

|!||T |

!

T

!

!

"

"

"

"

∂ f (x + u, t)

∂ t

"

"

"

"

dtdx . (16)

For evaluation in (iv) we implemented the two-compartment
model in [4] and [46]. Among the five obtained compartment
model parameters described in Sourbron et. al [46], we here
only report the MR-GFR value (referred to as FT in [46]). This
is because GFR is the only parameter that can be properly val-
idated, as it can be compared with the Iohexol measurements.
In the compartment modeling we utilize estimated Gadolinium
concentrations based on signal intensity maps of various flip
angles for estimation of R1 relaxation rates [12], [45]. The
processing time for registration was approximately three hours
for a full 4D data set for the Sequential model, and around
four hours for RegSeg and Seg.

In order to evaluate the goodnesss of the automatic segmen-
tation we conducted a full kidney segmentation (ii) of both
kidneys in all subjects by manual expert delineation (E.E.).
The overlap between the manual segmentation and the auto-
mated segmentations was measured as described in [23]. For
this approach the goodness of segmentation p for a manually

segmented ROI Rm and an automatically segmented ROI Ra is
expressed as

p =
Rm ∩ Ra

Rm ∪ Ra
. (17)

For a perfect overlap, p = 1 and for no overlap p = 0.

E. Results

1) The RegSeg Model Provides a 3D Segmentation of the

Kidney: The input data for various enhancement regions,
the corresponding manual training masks and the segmen-
tations for the Sequential and RegSeg model are visualized
in Fig. 3 for three subjects. The segmented kidneys using
the Sequential model and RegSeg are outlined by the red,
closed curves shown in the second last and last column of
Fig. 3, respectively. The combined RegSeg model is able to
effectuate a smooth and regularized 3D kidney segmentation
for all subjects based on the 2D training masks. A section-
wise representation of the 3D segmentation of one data set is
shown in Fig. 4 for the proposed RegSeg method. Although the
training masks are constructed in 2D the final segmentation is
well transferred to 3D. The cost function of RegSeg decreased
exponentially with iterations.
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Fig. 4. A 2D planewise visualization of a 3D kidney segmentation of subject one, visualized for every second plane from plane 7 to 26. Upper row:
Unprocessed data. Lower row: The 3D segmentation (white) as well as the 2D training masks for kidney and background (gray). The coarse 2D initialization
transfers well into a full 3D segmentation.

TABLE I

SEGMENTATION EVALUATION OF THE AUTOMATIC SEGMENTATION

VERSUS MANUAL SEGMENTATION. THE SEGMENTATION QUALITY OF

THE SEQUENTIAL MODEL, REGSEG, AND SEG IS HERE MEASURED BY

p IN (17). THE INTERSECTION OF THE MANUAL AND AUTOMATED

SEGMENTATION COVERED BETWEEN 71.9% AND 73.4% OF THE

UNION OF AUTOMATED AND MANUAL SEGMENTATION. THE

SEQUENTIAL MODEL HAD A SLIGHLTY HIGHER SUCCESS

RATE THAN REGSEG AND SEG, BUT THIS DIFFERENCE

WAS NOT STATISTICALLY SIGNIFICANT

2) The Segmentation Quality of the Sequential Model and

RegSeg Is Similar: The whole kidney volumes of the left
and right kidney were computed using the Sequential model,
RegSeg, Seg, and manual segmentation, and we obtained
average volumes of (mean± SE) 163.7±7.2ml,156.9±7.8ml,
156.8±7.8ml and 193.3±8.4ml, respectively. According to the
segmentation evaluation term in (17), the segmentation quality
of the Sequential model and RegSeg was statistically equal,
as reported in Table I (paired t-test, p = 0.095).

3) RegSeg Has the Highest Deformation Field: RegSeg
has a statistically significantly higher average displacement
field (paired t-test, p < 10−3). The average displacement
fields were 1.971mm, 0.701mm, 0.733mm, and 0.164mm for
affine registration, the Sequential model, RegSeg and Seg,
respectively.

4) RegSeg Has Smoother Time Curves in All Subjects:

The average, temporal variation s of the time curves was

TABLE II

AVERAGE TEMPORAL VARIATION s APPLYING (16). REGSEG HAS A

STATISTICALLY SIGNIFICANT LOWER TEMPORAL VARIATION COMPARED

TO THE SEQUENTIAL MODEL. THIS RESULT IS A STRONG INDICATION

OF IMPROVED REGISTRATION ACCURACY OF REGSEG COMPARED

TO THE SEQUENTIAL MODEL. NOTE THAT THE MINIMUM

TEMPORAL VARIATION IN DCE-MRI WILL NEVER

GET CLOSE TO ZERO DUE TO THE USAGE OF A

CONTRAST AGENT AND THE PRESENCE

OF MR ARTEFACTS AND NOISE

estimated by (16) for unprocessed and affine registered data,
the Sequential model, RegSeg, and for Seg. There was a
statistically significant reduction of temporal variation from
the Sequential model to RegSeg, as reported in Table II
(paired t-test, p < 10−5). The discrepancy of time curves
between various registration methods is apparent also visually
(c.f. Fig. 5).

5) The Compartment Model in RegSeg Has a Better Fit to

the Underlying Data: The sum-of-squared differences (SSD)
between the observed time curves and the compartment model
within each segmented kidney is reported in Table III, showing
that RegSeg has on average the lowest SSD, followed by the
Sequential model, Seg, affine registration, and unprocessed
data in increasing order. The difference between the Sequential
model and RegSeg was statistically significant (paired t-test,
p < 10−4).

6) RegSeg Has a Better Estimation of GFR as Measured by

Iohexol Clearance: RegSeg has a smaller MR-GFR deviation
to the Iohexol measurements than any of the other methods,
as reported int Table IV, although this deviation was not
statistical significant (paired t-test, p = 0.36).
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Fig. 5. Average Gadolinium (mmol/L) time curve within left and right kidney
for unprocessed data, affine registration, the Sequential model, RegSeg, and
Seg in the breath-hold sequence of subject five. Clearly, the curve evolution
is depending on the type of registration. The localization and amplitude of the
discrepancy are not fixed between subjects and vary significantly (not shown).
Sampled time points (o) are linearly interpolated for visualization purposes.

TABLE III

AVERAGE SUM-OF-SQUARED (SSD) DIFFERENCES BETWEEN THE

COMPARTMENT MODEL IN [46] AND THE OBSERVED DATA FOR

LEFT AND RIGHT KIDNEY. THE DEVIATION BETWEEN THE

MODEL AND THE DATA IS ON AVERAGE THE LOWEST FOR

REGSEG. SIGNAL INTENSITY VALUES ARE IN [GD]

V. DISCUSSION

A novel method for segmentation-driven registration of
4D DCE-MRI acquisitions has been introduced in this work.
Our method differs from previous work mainly by coupling
4D registration and segmentation into a variational frame-
work, rather than applying sequential iterations of registration
and segmentation until convergence. The method does not
require an accurate initialization of the segmentation. Instead,
a coarse training set is used, from which the Mahalanobis

TABLE IV

ESTIMATED GFR (ml/min) FOR THE SUBJECTS INCLUDED IN THE STUDY.

THE OBTAINED MR-GFR VALUES WERE COMPARED TO IOHEXOL-GFR,

USED AS A GOLD STANDARD. THE AVERAGE, ABSOLUTE DEVIATION

TO IOHEXOL-GFR IS REPORTED IN THE LOWER ROW, SHOWING

THAT REGSEG HAS THE SMALLEST AVERAGE DEVIATION,

ALTHOUGH THIS WAS NOT STATISTICALLY SIGNIFICANT

distance to the training masks is computed to guide the actual
segmentation problem. Unlike earlier attempts on combined
registration/segmentation, our model contains a classical
image registration data term and will therefore be driven by
spatial information both at the boundaries of the segmented
objects, as well as in the rest of the image. The performance of
the method has been explored on ten DCE-MRI datasets using
the proposed RegSeg model implying 4D registration and
3D segmentation. For all datasets the segmentation of the
kidneys performed well visually (cf. Figs. 3–4).

We observed a small, but significant increase of the dis-
placement field between RegSeg and the Sequential model.
We assume that this increase is due to complementary, time-
course related information contained in the segmentation term,
which is not fully detected by the edge-sensitive normalized
gradient fields. Moreover, Seg had by far the lowest deforma-
tion field. This is due to lack of a traditional data term, but can
also be accounted for by the lack of a target image. The image
time series are therefore free to align at the overall minimum
deformation field.

The average segmentation quality was between
71.9–73.4% for the Sequential model, RegSeg and Seg
in the comparison to manual segmentation (cf. Table I). This
is a high success rate in light of the results from repeated
renal segmentation reported in Giovanni Di Leo et al. [26],
where it was demonstrated an intraobserver reproducibility
at 95% and interobserver variability of 87–88% between
manual observers. For most of our subjects, RegSeg resulted
in slightly lower kidney volume. The reason for this reduction
is unclear, but it can originate from a stronger regularization
effect compared to the Sequential model. On the other hand,
statistically there was no difference between the Sequential
model and RegSeg in terms of segmentation accuracy.
A larger sample is needed in order to make firm conclusions
about possible effects of RegSeg on kidney segmentation,
and based on the current data we can not claim that RegSeg
provided an improved segmentation. However, there exist
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numerous highly specialized methods for two- or multi-region
segmentation, which could most likely provide an improved
segmentation of the kidney compared to our approach.
Therefore, we claim that the RegSeg approach is basically
optimized to improve the registration time-courses and not
targeted on the task of optimized segmentation. A separate and
highly accurate segmentation procedure based on specialized
algorithms for kidney segmentation could be applied after the
completion of RegSeg.

We also observed smoother time curves for RegSeg
(cf. Table II), and the average deviation between a com-
partment model and the measured data was the smallest for
RegSeg (cf. Table III). These two observations indicate that
RegSeg has better performance than the Sequential model by
feeding dynamic time-coarse information into the registration
machinery and thereby creating smoother time curves.

For the MR-GFR measurements we obtained the smallest
deviance to Iohexol using RegSeg, where the average deviance
was in the order of 20%. These results are fairly good
in light of results from repeated investigations of Iohexol-
measured GFR in subjects with normal renal function, where
the total variation was shown to be around 11% [13]. Most
of this variation is probably due to biological variation, e.g.
due to sampling at different time points. Thus, a significant
portion of our observed deviance between Iohexol-GFR and
MR-GFR can be accounted for by an actual change in renal
filtration. Another significant source of deviation in the GFR
measurements is probably inflow artifacts of the AIF [45],
reflecting image acquisition quality and thus is unrelated to
the segmentation/registration problem.

Traditionally, the registration of DCE-MRI time series is
separated from anatomical image segmentation. Some studies,
however, have reported a registration procedure that incorpo-
rates a temporal smoothness constraint on the obtained time
curves. This has been accomplished in terms of a least squares
fitting of the recorded time courses to a parameterized solution
of a pharmacokinetic multi-compartment model [2], [9], [22].
Our model is related to those studies by introducing another
data term into the registration, sensitive to temporal dynamics.
However, instead of using a criterion of small deviation
between data and model, our registration is driven by the cri-
terion of consistent segmentation according to a segmentation
model. In the context of the ill-posed registration problem, the
use of such penalizing term can guide the registration process
towards an admissible displacement field that is anatomically
plausible. We claim that this process is driven by anatomical
features and physiological properties since voxels of similar
tissue have the highest temporal similarity in response to the
contrast agent. This assumption is reasonable since similar
tissue also has similar function, physiological role, anatomical
structure and metabolism, which can be the reason for the
observed improvements in RegSeg compared to the Sequential
model.

An interesting feature about our RegSeg model is the
possibility to integrate a model-driven registration algorithm
within the renal compartments [2], [9], [22]. By such construct,
a comprehensive and deformable ’RegSegFilt’ model could be
obtained, where the registration, segmentation and pharma-

cokinetic compartment model for the glomerular filtration is
imbedded into one optimization algorithm. Such approach will
likely be less prone to errors due to internal feedback control
mechanisms between the various components of the algo-
rithm, compared to the sequential registration-segmentation-
pharmacokinetics steps that are normally conducted.

VI. CONCLUSION

We have presented a novel method for combined registration
and segmentation, applicable to 4D DCE-MRI acquisitions
of the moving human kidney. The segmentation term affects
the registration by enforcing time course similarity of voxels
inside and outside the kidney. Using time series data from
ten different DCE-MRI examinations we have demonstrated
plausible and promising results, in particular related to the
smoothness of the voxel time courses and small deviance to
Iohexol-measured GFR. We conclude that our segmentation-
driven registration approach has a great potential for further
development into a full-blown pharmacokinetic GFR model-
driven segmentation of the kidneys.

APPENDIX A

THE EULER-LAGRANGE EQUATIONS

Define the cost functional

J (u,φ) =
!

"
d(x + u, M1)

2dx, (18)

consisting of the first segmentation term in (14), and where
we have omitted the Heaviside depending factor which is
constant in u, and can therefore be added after differentiation.
According to (13), the time-normalized Mahalanobis distance
to training set one reads

d(x; M1)
2 =

1

T 2

!

T

!

T
r1(x, t)S−1(t, τ )r1(x, τ )dτdt (19)

for r1(x, t) := r(x, t; M1) = f (x, t) − µ(t; M1) and
S−1

1 (t, τ ) := S−1(t, τ ; M1). For brevity, denote X = x + u.
In the following, we assume that µ(t; Mi ) and S−1(t, τ ; Mi )
have no variation with u, which is an approximation
(c.f. Appendices B and C). The first variation of (18) with
respect to u = u(x, t) becomes

δ J =
1

T 2

!

"

!

T

!

T

"

r1(X, τ )S−1
1 (t, τ )∇ f (X, t) · δu(x, t)

+ r1(X, t)S−1
1 (t, τ )∇ f (X, τ ) · δu(x, τ )

#

dτdtdx

=
1

T 2

!

T

!

"

"

!

T
r1(X, τ )S−1

1 ∇ f (X, t)dτ
#

· δu(x, t)dxdt

+
1

T 2

!

T

!

"

"

!

T
r1(X, t)S−1

1 ∇ f (X, τ )dt
#

·δu(x, τ )dxdτ

=
!

T

!

"
h(x + u, t; M1) · δu(x, t)dxdt (20)

given

h(x +u, t; M1) =
2

T 2

!

T
r1(x +u, τ )S−1

1 (t, τ )∇ f (x +u, t)dτ

and where we have used the symmetry property S−1(t, τ ) =
S−1(τ, t). The fundamental theorem of calculus of variations
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results in the Euler-Lagrange equations of (18) from arbitrary
variation of δu(x, t) over " and T as

h(x + u, t; M1) = 0. (21)

A corresponding expression can be found for the sec-
ond segmentation term related to d(x, M2)

2, thus providing
h(x + u, t; M2) = 0. Recall D as the data term in (1) for
registration such that δD/δu becomes its functional derivative.
The functional derivative of (14) with respect to u then
becomes

bu(x + u, t,φ) :=
δD

δu
+ β

(

H (φ)
√

φ2 + ϵ2
h1(x + u, t)

+
(1 − H (φ))
√

φ2 + ϵ2
h2(x + u, t)

)

(22)

for the three components of u and when not considering the
regularization term R(u) in (14). The derivative of (14) with
respect to φ becomes

bφ(x + u, t,φ)

:=
β

(φ2+ϵ2)3/2

(

(δ(φ)(φ2+ϵ2)−φH (φ))d1(x + u)2

− (δ(φ)(φ2+ϵ2)+φ(1−H (φ)))d2(x +u)2

)

(23)

when omitting |∇φ|. In (23), we have used the relation
δ(φ) = H ′(φ). The first variation of |∇φ| is the mean
curvature and can be found in [11]. The functional derivative
of the regularization terms with respect to u becomes the
Navier-Lamé operator [34], thus ending up with the following
Euler-Lagrange equations to solve,

⎡

⎣

µ&u + (λ + µ)∇(∇ · u)

α∇ ·
(

∇φ√
|∇φ|2+ϵ2

)

⎤

⎦ =
[

bu(x + u, t,φ)
bφ(x + u, t,φ)

]

. (24)

From top to bottom, the operators on the left hand side of the
equation are the Navier-Lamé operator and the mean curvature,
respectively.

APPENDIX B

FIRST VARIATION OF µ(t, u; Mi )

Assume that µ is a function of u. Then

µ(u, t; Mi ) :=
1

|Mi |

∫

Mi

f (y + u(y, t), t)dy (25)

where y is a spatial integration variable within the training
mask Mi . The first variation of µ with respect to u becomes

δµ(u, t; Mi ) =
1

|Mi |

∫

Mi

∇ f (y + u(y, t), t) · δu(y, t)dy (26)

which would be added to the ∇ f (X, ·) terms in the first
equality sign of (20) if µ depends on u. For the next
we make the following assumptions: (i) The image f is
approximately homogeneously distributed in a neighbour-
hood umax around the boundary of the training mask ∂Mi ,

where umax = max∂Mi |u| is the maximum deformation field
on ∂Mi . (ii) The training mask Mi is entirely within ",
Mi ⊂ ". (iii) Image values f are finite. Equation (26) can
be thought of as the directional derivative ∂ f/∂l, where l is
a unit length along the direction of δu. Any change of (26)
due to variations in u would mainly be caused by deformations
across ∂Mi . Therefore, due to assumptions (i)–(iii), the integral
(26) will be close zero. Assumption (ii) is needed in order to
avoid out of range values of f close to the image boundaries.
These could, if they for instance were set to zero, represent a
systematic change of f on ∂Mi . Hence, δµ can be considered
constant in u and the first variation of ri can be approximated
as δr(x, t; Mi ) = ∇ f · δu, which is used in Appendix A.

APPENDIX C

FIRST VARIATION OF *−1

Now, we consider the discretized covariance matrix *̃,
originating from the covariance between the columns of the
training data matrix F associated with "i . Taking the differ-
ential of *̃−1*̃ = I provides the differential formula for the
inverse

δ(*̃−1) = −*̃−1δ*̃*̃−1, i = 1, 2. (27)

If δ*̃ → 0 then δ*̃−1 → 0 assuming the elements of *̃−1 are
finite, which is true for non-constant data in time. From this
observation we only need to investigate the behavior of δ*̃.
With N as the number of rows (corresponding to the number
of voxels in Mi ) in the training set matrix F , the covariance
matrix *̃ can be expressed as a matrix product

*̃ =
1

N − 1
FT F, (28)

where each column of a training data matrix F contains spatial
image data from a selected time point within the training
mask defined by Mi , and where the columns of F have zero
mean after subtraction of the column mean. Subtraction of the
column mean µ̃ j from column j of F for j = 1, . . . , tn prior
to differentiation is justified since the continuous counterpart
of µ̃ was in the previous section shown to be essentially
independent of u and can therefore be considered a constant
for subtraction. The differential of *̃ becomes

δ*̃ =
1

N − 1
δ(FT F) =

1

N − 1

(

(δFT )F + FT (δF)
)

. (29)

Denote the training set data

F =

⎡

⎢

⎢

⎢

⎣

f̃1,1 f̃1,2 . . .

f̃2,1 f̃2,2 . . .

f̃3,1 f̃3,2 . . .
...

. . .

⎤

⎥

⎥

⎥

⎦

(30)

where f̃k,l indicates discretized values of f for voxel k and
time l after subtracting the column mean. The first variation
δFT in (29) becomes a matrix of dot products

δFT =

⎡

⎢

⎣

∇ f̃1,1 · δũ1,1 ∇ f̃2,1 · δũ2,1 ∇ f̃3,1 · δũ3,1 . . .

∇ f̃1,2 · δũ1,2 ∇ f̃2,2 · δũ2,2 ∇ f̃3,2 · δũ3,2 . . .
...

. . .

⎤

⎥

⎦
. (31)
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where ũk,l is the discretised deformation field vector for
voxel k and time point l. When multiplying with F we
get a new matrix where each element becomes a sum
!n

k=1 f̃k, j ∇ f̃k,i · δũk,i . The second additive term in (29) will
be equal due to symmetry. This sum can in a continuous setting
be phrased as

"

Mi

( f ∇ f · δu(y, t))dy =
1

2

"

Mi

(∇( f 2) · δu(y, t))dy,

which means that f 2 needs to be approximately
constant on the boundaries of Mi , following from
assumptions (i)–(iii) and the discussion in the previous
section. For practical registration tasks, we always scale the
image f between zero and one, so the difference between
homogeneous distribution of f versus f 2 is small. Hence,
"̃−1 can be considered independent of u in the calculation of
the first variation without substantial loss of accuracy.
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Abstract

In this study we present a strategy for segmentation of medical image time series.
The strategy is based on a combination of spatially regularised pharmacokinetic
modelling and data clustering. The aim on the study is twofold. First, we wanted to
test whether models for organ function could contribute towards to a more accurate
segmentation. Second, we wanted to evaluate how L2 and L1 spatial regularisation of
the models effects the segmentation. Our proposed method was tested on 4D dynamic
contrast enhanced MRI of the abdomen of ten individuals. For the task of automatic
detection of the kidney, the method was evaluated against manual delineations with
satisfactory results. Our experiments showed no indications of significant differences
in segmentation accuracy between the L2 and L1 regularisation.

1 Introduction

Automatic and semi-automatic segmentation of tissue and organs is a useful and im-
portant analysis step in quantitative medical image processing. The segmentation is
used to estimate areas/volumes and shapes and define regions of interest (ROIs). ROI
definition is of particular interest in a pipeline-approach to analyse image sequences
over time where only a smaller region is subject to further computing-intensive stud-
ies to outline the moprhology and estimate function of the organ [7].

Segmentation of 4D image sequences will in general gain much on utilising the
existing temporal information present in each voxel. In contrast to a grayscale image,
where a voxel can be distinguished only by the means of the local grayscale intensity,
a voxel in an image sequence is characterised by the change of intensity over time.
To this end, we define the image function f : Ω → T ⊂ Rn, where T is the discretised
time domain and Ω is the image domain. Thus each voxel may be characterised
by a feature vector in T . Under the assumption that different image regions have

∗Department of Mathematics, University of Bergen, Norway. The author would like to thank Eli
Eikefjord and Jarle Rørvik for providing DCE-MRI data containing manual segmentations and Erlend
Hodneland for valuable discussions about both modelling and notation.
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different intensity variations over time, segmentation can be performed by feature
based clustering in T . This approach has been successfully applied to image sequences
in DCE-MRI and other MR modalities. In [5, 22] k-means clustering was applied,
while in [8, 10], different editions of k-nearest-neigbour-clustering was used.

When performing clustering in high dimensional spaces, an initial dimension re-
duction is often used. Principal Component Analysis (PCA) is a simple and widely
used method. In PCA, the data is projected down to a subspace containing most of
the data variation (in terms of empirical variance) [13]. A related projection can also
be performed with Independent Component Analysis (ICA) [11]. The projections in
PCA (and ICA) are all linear.

In this work we apply the same idea of dimension reduction by projections. In
contrast to the automatic projections in PCA/ICA we make use of available infor-
mation about the non-linear behaviour of the image sequence. The corresponding
non-linear projections may be a favourable pre-processing step for the segmentation.
In medical functional imaging, one can typically establish a parameterised model
describing the tissue behaviour over time. Fitting the image data voxel-wise to such
a model may be considered as a non-linear projection of temporal image data in
T onto a lower dimensional parameter space using the model function µ : P → T ,
where P ⊂ Rk, k < n is a parameter space. This can be formulated as an inverse
problem. In this work we perform the model based projection by a least squares fit
of the temporal data to a model function µ(u) by minimising the functional

!

Ω

[µ(u(x))− f(x)]T [µ(u(x))− f(x)] dx, (1)

In a more compact notation we define the functional

M(u) = ∥µ(u)− f∥22. (2)

Here ∥·∥2 acts in both time and space and u : Ω → P is a parameter function assigning
parameter values to each point x ∈ Ω. In a discrete setting with N voxels, the process
of projecting the entire image sequence to parameter space is N independent least
squares problems giving parameter maps in Ω × P . The least squares formulation
of the problem has the advantage of easily being modified to incorporate spatial
regularisation of the parameter maps. An assumption often enforced by classical
segmentation methods is spatial coherence of segments. In this study we apply both
L2 and L1 regularisation on the parameter maps. The L2 regularisation gives a
numerically stable least squares problem, enabling fast solutions strategies. The L1

regularisation causes the parameter maps to be close to piecewise constant in space.
This is often a desirable property in image processing, but it is accompanied by
decreased numerical stability.

The method proposed in this work is a three-step method for segmentation of
image sequences over time. The first step is to project the time series data down
to a lower dimensional feature space using the regularised non-linear least squares
problem described above, (details on the regularisation is given in the next section).
This is the main part of the method. The second step is to segment the image using
a clustering method in the parameter space, while the third step is to identify the
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segment of interest. If the first step is performed in an ideal manner the last two can
be trivially computed. The proposed method is in many ways similar to the kernel k-
means clustering where the model µ serve as a kernel function [17]. However, to ease
the introduction of spatial regularisers we have chosen to stay within the framework
of the three-step procedure.

The proposed method has possible applications within several medical imaging
modalities producing image time series. In this work we will focus on fitting ab-
dominal DCE-MRI using both L1 and L2-regularisation. The L1 approach is most
common within image processing, while the L2-regularisation is the classical approach
known from least squares theory. Although the L1 regularisation has shown superior
properties in many imaging applications, it has also been argued that for noisy data
and complex modelling, an L2 approach may perform just as well [21]. We have
evaluated the accuracy of the segmentations from both approaches by a comparison
to manual expert delineations. We have also briefly evaluated the processing speeds.

The rest of this paper is structured as follows: In section 2 we define the proposed
segmentation method and outline details on both the model and on the different
regularisations. In section 3 we outline the optimisation methods used to fit the data
to the current model. We have a special focus on the methods with L1-regularisation.
An evaluation of the segmentation results is present in section 4, while section 5
contains a discussion and conclusions.

2 Model based segmentation

In this section we outline the details on how to apply model parameters as a basis for
segmentation. We will consider the case where the kidney (and possibly its internal
compartments) is extracted from abdominal MR images using models for kidney
function. The basic idea is that kidney compartments are easily separable in the space
of model parameters. After minimisation of the model fitting function in (2) and
some spatial regularisation, automatic classification of kidney compartments can be
achieved using a simple clustering method (such as k-means) in parameter space. An
alternative approach is to use classification methods (possible with spatial constraints
in the image space) either directly in the space spanned by the discretised time, or
in a subspace obtained by PCA/ICA. In a more classical approach, a regularised
segmentation method can be applied at a selected point in the discretised time. The
latter approach will not be able to capture the information hidden in the time course
of each voxel.

The combination of spatial and temporal data is performed by applying spatial
regularisation to the curve fitting problems in (2). In image processing manner this
will be achieved using the functional

M(u) = ∥µ(u)− f∥22 + λ∥∇u∥qq, (3)

where q ∈ {1, 2} and λ is some weighting of the regularisation. As u : Ω → P ,
we may represent u as u(x) = [a(x), b(x), . . . ]T where a, b etc. are the different
model parameters. Further we consider the vectorial gradient ∇u = [∇a,∇b, . . . ].
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Note that the norm in the last term of (3) acts on vector valued variables, thus for

p = [pa, pb · · · ], ∥p∥q =
!"

Ω
|p|q

#
1
q with

|p| =

$

%

i

(pai )
2 +

%

i

(pbi)
2 + · · ·.

This norm can be defined in several ways gives slightly different editions of the
regularisation. A further discussion of these norms is however out of the scope of
this work.

The nature of the problem also allows us to have different spatial regularisa-
tion for each of the model parameters leading to a vector valued λ = [λa,λb, . . . ]T .
Still, the use of a vector valued λ directly in equation (3) is not straight forward.
Therefore, we chose to move the lambda parameter to the ∇ operator giving ∇λu =
[λa∇a,λb∇b, · · · ] and the corresponding functional

M(u) = ∥µ(u)− f∥22 + ∥∇λu∥qq, (4)

The final preparation for a model based segmentation method is to decide upon
a suitable model µ. A natural choice is to apply one of numerous pharmacokinetic
models for kidney function described in the literature [1, 15, 19]. These models are
commonly fitted to average time courses over larger regions of interest (whole kidney,
whole kidney cortex etc.), while in the current framework the model will be fitted
to voxel-wise time courses. A discussion of validity of the models outside the kidney
and on small regions (of voxel size) is not in the scope of this work. Thus in the
following, we will not focus on qualification of kidney function, but rather on the
methods for fitting dynamical models to the data, and how the models can be used
for segmentation purposes.

To this end, we now consider the dynamical model µ,

µi(a, b, c, d, e) = a · tanh(ti − c)− b · tanh(ti − c− ϵ) + eti + d. (5)

This model is not derived from physical assumptions about filtration mechanics
within the kidney, but rather constructed as an attempt to fit the DCE-MRI data as
good as possible with a simple function structure and a low number of parameters.
In contrast to most realistic pharmacokinetic models, it does not require a user pro-
vided arterial input function. The model is built from two tanh functions that are
shifted with a small parameter ϵ. This will act as a smoothed pulse similar to what
we expect in the artery and the kidney cortex. By weighting the tanh terms low, the
model curve has a more linear appearance and will easily fit the image regains with
low contrast flow. Typical time curves for some tissue types and an example model
curve is shown in Figure 1.

The modelling step can be seen as the first step in a three-step algorithm to
perform the segmentation. The full algorithm for the proposed segmentation can be
summarised as follows:

1. Extract spatial model parameters from f by minimisation of (4) with (5) (for
a desirable set of regularisation weights λ).
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Figure 1: (a) Typical time response to a contrast injection of various tissue types. Note
that the contrast reaches the different compartments of the kidney at different times and is
also washed out at different rates. The apparent difference in time response can be utilised
in segmentation algorithms. (b) Example of curve from expression (5).

2. Apply k-means clustering to the space spanned by the model parameters a, b, c, d, e.

3. Identify clusters of interest

The role of the modelling in the first step is to position the different image re-
gions far apart in parameter space and thus making them detectable, even by a simple
clustering method. Therefore, in the second step, a simple clustering method will be
sufficient. In this work we apply the k-means method [12]. The third step represents
some level of user interaction. We choose to perform a rough initial marking (con-
taining a small amount of voxels) inside each kidney in a single slide. The cluster
intersecting the most with this pre-defined region is then automatically selected as
the kidney region.

Example segmentations will be found in the next section.

3 Optimisation and parameter estimation

In an optimisation framework, the minimisation problem (4) possesses several chal-
lenging properties. First, the non-linear model function µ is non-convex. Thus when
minimising M(u) we have the possibility of obtaining a sub-optimal solution, trapped
in a local minima. This is in contrast to the classical least squares problem with lin-
ear models, being convex for both L2 and L1 regularisation. However, most models
for kidney function are derived from a non-homogenous first order ODE and thereby
contain nonlinear terms [20]. Thus in the current application, non-linear models are
difficult to avoid.

Secondly, the regularisation term will be non-smooth for the L1 case. The energy
is thereby not differentiable and the corresponding Euler-Lagrange equations contain
a singularity. This must be taken into account when designing the optimisation
method. There are two common approaches for L1 regularisation. The simplest is to
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consider a smooth version of the regularisation and apply a classical gradient based
optimisation [16]. An alternative s to introduce a dual variable and solve a system
of equations not containing the singularity of the original problem [4, 3].

Due to the non-convexity of the problem, different solvers may give different so-
lution. In this work, we therefore apply both approaches for L1 regularisation in an
exploratory manner. The classical smoothening of the L1 regulariser is implemented
in a simple gradient decent approach accelerated with Nesterov’s method. The alter-
native equation system avoiding the singularity is implemented using Chamolle and
Pock’s primal-dual approach [3].

The L2 regularised problem fits into a damped least squares framework and will
be solved using a Gauss-Newton method with good convergence properties. The
performance of the different implementations is illustrated at the end of this section.

For all the methods the gradient operator ∇ is approximated by a spatial finite-
difference gradient operatorD. For 2D discretisation of a variable with several spatial
components (e.g. a, b...e), D will have the following structure (ignoring structures
caused by the boundary conditions):

Da =

⎛

⎜

⎜

⎜

⎜

⎝

−1 1
−1 1

−1 1
−1 1

−1 1
−1 1

−1 1
−1 1

−1
−1

⎞

⎟

⎟

⎟

⎟

⎠

D =

⎛

⎜

⎝

Da

. . .

De

⎞

⎟

⎠
,

thus D is constructed to operate on spatial variables stretched to vectors. The
discretisation of operator ∇λ from equation (4) is constructed

Dλ =

⎛

⎜

⎝

λaDa

. . .

λeDe

⎞

⎟

⎠
.

Further, with a similar structure, we express the gradient of the model function (5)
as

∇uµ =

⎡

⎢

⎢

⎢

⎢

⎣

tanh(t− c)
−tanh(t− c− ϵ)

b · sech(c+ ϵ− t)− a · sech(c− t)
t
1

⎤

⎥

⎥

⎥

⎥

⎦

. (6)

3.1 Gradient descent method

We first consider the classical gradient descent approach, accelerated using Nesterov’s
method [14]. We express the gradient steps as

un+1 = un + τdn, (7)
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where dn = −∇M(un). The method requires a direct representation of the gradient
∇M . For the non-smooth L1 case, the gradient will be approximated as

∇uM =
!

T

2(f − µ) ·∇uµ dt+∇ ·

"

∇u

|∇u|+ ϵ

#

(8)

where ϵ is a small smoothing term. In general, the step length of a gradient descent
method is bounded by the current operator norm, which gives dependence of ϵ. Thus
a small ϵ gives a small α and thereby slow convergence [4].

The Nesterov accelerated gradient decent is used to improve the convergence
of the classical gradient descent method. This is done by first performing a regular
gradient step, and then shift it towards the previous step by a factor γ. More precise,
the updates are

vn+1 = un − τ∇M(un)

un+1 = (1− γn)vn+1 + γnvn,

with parameters

βn+1 =
1 +

$

1 + 4β2
n

2

γn =
1− βn
βn+1

.

The error after M iterations is of order 1/M2. For further details, see [14].

3.2 Least squares solution

A major advantage of the L2 regularisation is possibility to formulate the discretised
edition of (4) as a damped non-linear least squares problem. We now consider f and
u as vectors of discretised image and parameter values, respectively. Then

min
u

∥r1(u)∥
2
2 + β∥r2(u)∥

2
2 (9)

where r1 = µ(u) − f and r2 = Dλu. These residual functions has the property that
their Hessians can be efficiently approximated by JT

i Ji, where Ji is the Jacobi matrix
of ri. This is exploited in the classical Gauss-Newton method [2], thus in the iterative
scheme (7), the direction d is expressed as a solution of the linear system

(JT
1 J1 − βJT

2 J2)d = −JT
1 r1 − λJT

2 r2. (10)

The method has convergence properties as if it contained second order derivatives
(as the Newton method). Further, the regularising effect of r2 is apparent in the
linear system. For the data part r1 we don’t know the general structure of JT

1 J1 and
may end up in situations with bad conditioning. However, the current regularisation
with J2 = D gives a Hessian approximation DTD (which is an approximation of the
spatial Laplacian) known to be well conditioned. The condition of the sum of the
two terms is thereby good given a sufficiently large β (or λ).
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The least squares formulation is, in its basic form, only applicable to the L2

regularised problem. We will now consider a primal/dual formulation of the L1

problem. Our solution strategy is built around a combination of The Chambolle-
Pock splitting method and the Gauss Newton method.

3.3 The Chambolle-Pock algorithm

In this section we briefly introduce a primal-dual method for optimisation of L1-
regularised minimisations in imaging. The method is described in detail in [3].

We will for a moment assume that or regularised model is convex and can be split
into two parts F (u) and G(u). We then consider the general saddle-point problem

min
u

max
p

(∇u, p) +G(u)− F ∗(p), (11)

which is the primal-dual formulation for the corresponding primal problem

min
u

F (∇u) +G(u). (12)

Here F ∗ is the convex conjugate of F and the variable p is introduced as a dual
variable.

The algorithm for solving (11) is written as:

pn+1 = (I + σ∂F ∗)−1(pn + σ∇ūn) (13)

un+1 = (I + σ∂G)−1(un + τ∇ · pn+1) (14)

ūn+1 = un+1 + θ(un+1 − un), (15)

where (I + σ∂F ∗)−1 is a resolvent operator associated with F ∗ (and similar for G).
For details, see [3] and references therein. These resolvent operators are defined
through

u = (I + σ∂G)−1(v) (16)

= argmin
u

!

∥v − u∥2

2τ
+G(u)

"

(17)

giving two minimisation sub-problems associated to the algorithm (13)-(15). De-
pending on the choice of F and G these sub problems may be solved directly, or in
other ways efficiently, leading to a fast algorithm for solving (11).

We observe that (4) is on the form of (12) with

F (∇u) = ∥∇λu∥1 (18)

and
G(u) = ∥µ(u)− f∥22 (19)

Using the same strategy as in [3] we have that pointwise

(I + σ∂F ∗)−1(p) =
p

max(1, |p|)
,
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Figure 2: Left: Function value for optimisation of (4) using Chabolle and Pocks algorithm.
The data related sub problem is solved using 1 and 20 Gauss-Newton iterations respec-
tively. Right: Relative Difference between the two curves to the left. Within the first 100
iterations, the relative difference is never above 10−2. In both cases λ = [.1, .1, .1, .1, .1]T

thus the resolvent operator associated with the dual variable will be solved trivially.
For the corresponding resolvent operator on G we approximate (16) by N GN-type
steps. In detail we minimise the regularised functional

argmin
u

!

1

2τ
∥v − u∥22 + ∥µ(u)− f∥22

"

(20)

using the framework from (9) with r1 = µ(v)−f and r2 = v−u. Note that (20) does
not contain the problematic L1 term, thus long step sizes are allowed and testing
shows that N = 1 or N = 2 sufficient approximation in each step of the Chambolle-
Pock method (see Figure 2).

4 Numerical experiments and results

We will in this section evaluate segmentation experiments on DCE-MRI data. All
experiments are performed on full 3D+time datasets and u is initialised as random
values scaled to the fit the range of each of the model parameters.

4.1 Numerical Performance

We have performed experiments aimed to evaluate the numerical performance of
the L2 and the L1 regularisers respectively. For the L1 regularised problem we
include results from two different implementations, The Chabolle-Pock method and
the gradient descent method with smoothed L1 norm.

In the Chabolle-Pock algorithm (13-15), the main workload is on the data resol-
vent operator (20). We chose to approximate this sub problem using a low number
of GN steps. In Figure 2, the effect of performing this approximation is illustrated
in terms of the level of the functional (4).
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Figure 3: Log/log plots of the convergence of the two different implementations of the L1

regularisation and the Gauss-Newton implementation of the L2 regularisation. The values
of the two regularisation methods are not directly comparable, but the convergence rates
can be compared.

In Figure 3 the convergence of the L2 regularised model and the two imple-
mentations of the L1 regularised model are compared. A visual comparison of the
corresponding parameter maps is displayed in Figure 4.

4.2 Segmentation results

The proposed method is evaluated by comparison to manual expert delineations. As
a reference we also evaluate an alternative ICA-based segmentation approach within
the same framework. The different methods will be numbered as follows:

I Projection to parameter space by minimisation of (4) with L1 regularisation,
followed by k-means clustering.

II Projection to parameter space by minimisation of (4) with L2 regularisation,
followed by k-means clustering.

III ROF de-noising [16] of each volume in time followed by spatial Independent
Component Analysis (ICA), followed by k-means clustering.

The performance of the different methods was evaluated by segmentation of 10 kid-
neys acquired in a study of DCE-MRI based estimation of renal function [9]. The
method is tuned to perform two different segmentation tasks: Kidney cortex segmen-
tation (λ = 1

5
[1, 1, 1

2
, 1, 1]T ) and full kidney segmentation (λ = [1, 1, 1

2
, 1, 1]T ). Only

the latter task was evaluated by comparison to manual exert delineations. For the
task of segmenting the kidney cortex, a visual comparison between the methods is
shown in Figure 5. An overview of dice coefficients for the full kidney segmentation
task is given in Table 1.
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a b c d e

Figure 4: Parameter maps after L1 and L2 regularisation of M(u). These parameter maps
together form a feature space where the kidney or its internal compartments are easily
detectable

Dataset I II III
1 0.9561 0.9556 0.4704
2 0.8608 0.8478 0.9044

3 0.9047 0.8168 0.9374

4 0.9650 0.9599 0.8246
5 0.8694 0.9044 0.3974
6 0.8821 0.7405 0.9388

7 0.9039 0.9041 0.7784
8 0.9392 0.8746 0.4189
9 0.9391 0.9297 0.9393

10 0.6767 0.7576 0.9282

Mean 0.8897 0.8691 0.7538
p - 0.3283 0.1440

Table 1: Automatic whole-kidney segmentations compared to manual expert delineations
using Dice coefficients. The last row contains results after statistical testing (coupled t-test,
H0 : Dice coef. of the two methods are equal.)
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I

II

III

Figure 5: Visual comparison of the proposed segmentation method with L1 regularisation
(I), L2 regularisation (II) and the alternative ICA-based segmentation method (III). Each
column corresponds to data from an individual subject, processed by the three methods.
All methods are tuned to automatically segment the kidney cortex.

5 Discussion

In this work, we have proposed a model-based method for segmentation of time series
images. We have tested the method on DCE-MRI data with the aim to detect the
kidney and its internal compartments. The method can be considered to be general
and thereby applicable to other similar segmentation problems involving vector val-
ued voxels. The segmentation was implemented using two different regularisations,
utilising L2 and L1 norms respectively.

The numerical testing revealed at least two interesting results. First, we can
conclude that for the kidney segmentation problem on DCE-MRI data, our strategy
of projecting time series data to a lower dimensional parameter space proves to be
a suitable processing step for segmentation by k-means clustering. The results are
compared to similar segmentations performed using ICA projections. The proposed
method had a higher Dice coefficient than the ICA approach for both regularisa-
tion methods. Still, based on the current sample size, we can not conclude based
on statistical testing that there was a significant difference between the methods.
This is partly due to the large variance among the Dice coefficient of the ICA-based
method. For several of the images, this method has the best Dice score, while for
the remaining images it fails totally, giving a noticeable low Dice score. The ICA
based method was thereby less reliable then the proposed model based approach.
This effect can be explained by the difference in prior knowledge incorporated in
the two methods. While the model based approach has incorporated information
about which dynamic response being of interest, the ICA automatically gave com-
ponents based on estimations of independence not necessarily suited for our specific
segmentation task.

The second observation is that our method shows promising results in terms of
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accurate segmentation for both the L1 and L2 regularisations. This is in line with
the results in [21]. Here van den Doel et al. argue that L2-regularisation may be
preferable in situations where the data is of low quality (i.e. noisy) or the model
is non-linear. Further, they argue that due to the non-linearity, the total variation
minimisation will no longer guarantee a piecewise constant solution. However, we
still observe some of the expected effect of piecewise constant image regions (as seen
in the parameter maps Figure 4), but this has no effect on the final segmentation.
Also note that the L2 regularisation has advantages when it comes to convergence
and implementation.

Further, the non-linearity cause the problem (4) to be generally non-convex. Thus
we can not expect to obtain a global minima for any random initialisation of u.
However, our experiments show that the proposed segmentation method is robust to
initialisation as long as the parameters are initialised in the correct magnitude. For
all the experiments, the parameters are initialised as a random value in the interval
[0, 1]. This is not the case for the un-regularised least squares problem (2), which is
highly sensitive to initialisation. Thus the regularisation has a desired effect on the
stability of the inverse problem in addition to the image related effect of smoothed
parameter maps. Hoverer, issues related to non-convexity may be more problematic
when applying other models µ.

A central question is how to choose the regularisation weights λ. This is a return-
ing question, relevant for most segmentation algorithms. The nature of the model also
allow for different regularisation of the different model parameters. For applications
within L1 regularisation of colour and matrix valued images automatic weighting be-
tween the channels can be made [6]. In the current work, λ was chosen heuristically
to best serve the different segmentation tasks. In the reported experiments the regu-
larisation of parameter c is reduced compared to the other parameters. Parameter c
represents the positioning of the peek of the model curve (see Figure 1) and a strong
smoothening of this parameter cause a noticeable loss of contrast in the remanding
parameter maps.

In this work we have not addressed the question of which pharmacokinetic model
being most suited for segmentation purposes. In fact, we have only applied a simple,
non-physical model constructed from a linear combination of tanh functions. De-
pending on the segmentation task, the general Tofts model [20], the Patlak model
[15] or the Annet model [1] among others, may be suitable choices. On the other
hand, all these models will introduce an increased computational complexity requir-
ing both more computation effort, and possibly stronger regularisation in order to
attain satisfactory results. For the task of segmentation, the only objective of the
model is to reveal features characteristic for the region of interest. ö

However, the proposed framework for regularised modelling may also be of use in
the related field of descriptive modelling of organ function. Here, the pharmacoki-
netic models listed above will be highly relevant and the parameters will be used as a
quantitative measure themselves, describing e.g. kidney filtration or perfusion. Thus,
the proposed regularisation may be a step in the search for robust voxel-wise estima-
tion of organ function. This is an important subject for further research described
in i.e [18].
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